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Abstract In this paper, we propose an implicitly restarted block Lanczos bidiagonal-
ization (IRBLB) method for computing a few extreme or interior singular values and
associated right and left singular vectors of a large matrix A. Our method combines
the advantages of a block routine, implicit shifting, and the application of Leja points
as shifts in the accelerating polynomial. The method neither requires factorization of
A nor of a matrix that contains A. This makes the method well suited for very large
matrices. For many matrices, the method presented in this paper requires less com-
putational work and computer storage than other available approaches. Computed
examples illustrate the performance of the method described.
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1 Introduction

This paper describes a method for the computation of a few singular values and as-
sociated left and right singular vectors of a large sparse matrix A ∈ R`×n. We will
assume that ` ≥ n; otherwise, we may replace A by its transpose AT . The method
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can be applied to compute a few of the smallest or largest singular values and as-
sociated singular vectors, as well as to determine a few interior (i.e., non-extreme)
singular values around a specified positive number and the associated singular vec-
tors. The need to compute a few singular values and associated singular vectors of a
large matrix arises in many applications including latent semantic indexing [8] and
least-squares approximation [9].

Let ui and vi denote the left and right singular vectors, respectively, associated
with the singular value σi of A. The singular triplets {σi,ui,vi}n

i=1 satisfy

Avi = σiui, AT ui = σivi, A =
n

∑
i=1

σiuivT
i . (1.1)

The matrices Un = [u1,u2, . . . ,un] ∈R`×n and Vn = [v1,v2, . . . ,vn] ∈Rn×n made up of
the left and right singular vectors, respectively, have orthonormal columns. We order
the singular values from the smallest to the largest one,

0≤ σ1 ≤ σ2 ≤ . . .≤ σn. (1.2)

Triplets {σi,ui,vi}, i = 1,2,3, . . . , associated with the smallest singular values are
referred to as the smallest singular triplets. Similarly, the triplets {σi,ui,vi}, i = n,n−
1,n−2, . . . , are referred to as the largest singular triplets.

Introduce the diagonal matrix

Σn = diag[σ1,σ2, . . . ,σn] ∈ Rn×n

and let Σk denote its leading k× k principal submatrix. Let the matrices Uk ∈ R`×k

and Vk ∈ Rn×k consist of the first k columns of Un and Vn, respectively. Then

AVk = UkΣk, ATUk = VkΣk (1.3)

are partial singular value decompositions of A and AT , respectively, associated with
the k smallest singular values. Similar partial singular value decompositions can be
associated with the k largest singular values, or with k consecutive interior singular
values of A.

Numerous methods for computing a partial singular value decomposition con-
sisting of a few singular triplets have been proposed in the literature; see, e.g., [6,7,
21–25,29,31,32,34,35]. Most of these methods are based on first reducing the large
matrix A to a small bidiagonal or block bidiagonal matrix and then computing the
singular triplets of the latter. Many of the methods carry out the reduction by apply-
ing a few steps of the Lanczos or block Lanczos bidiagonalization processes to A.
This requires the evaluation of matrix-vector products with A and AT , but it is not
necessary to access all entries of A simultaneously or to explicitly carry out calcula-
tion with AT A. These properties make reduction methods based on Lanczos or block
Lanczos bidiagonalization well suited for large-scale problems.

There are well-known connections between the Lanczos bidiagonalization and
the Lanczos tridiagonalization methods, some of which we will exploit in this paper.
It is important for the the numerical stability of the Lanczos bidiagonalization method
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that the matrix AT A is not explicitly formed; see, e.g., Larsen [26] for discussions on
the numerical properties of Lanczos bidiagonalization.

The first block Lanczos bidiagonalization-based method for computing a few sin-
gular triplets of a large matrix was proposed by Golub et al. [19]. Block methods are
well suited for the computation of multiple or very close singular values and associ-
ated singular vectors; see, e.g., [7] for recent illustrations. Moreover, block methods
can benefit from the efficient execution of matrix-matrix operations with Level 3
BLAS; see [14, Section 2.6] and [15]. Block methods also are advantageous when
the matrices A and AT are so large that they have to be retrieved from disk when
matrix-vector products with them are to be evaluated. A discussion of advantages of
block methods on parallel computers can be found in [18].

In many applications only a few singular triplets are required. Then k in the par-
tial singular value decomposition (1.3) is small and storage of the matrices Vk and Uk
typically is not a problem, even when A is very large. In order to keep the storage
requirement small during the computation of the desired partial singular value de-
composition, the number of consecutive Lanczos or block Lanczos bidiagonalization
steps should be kept small.

The application of only a few consecutive Lanczos or block Lanczos bidiagonal-
ization steps allows inexpensive reorthogonlization of the (block) Lanczos vectors.
This avoids the computation of spurious singular values. However, the singular val-
ues of the (block) bidiagonal matrix generated may be poor approximations of the
desired singular values of A. This difficulty can be remedied by restarting (block)
Lanczos bidiagonalization periodically. The choice of the initial (block) vector used
at each restart is important for the (fast) convergence of the desired singular triplets.
This paper describes a new approach to select certain scalars, referred to as “Leja
shifts”, that determine an acceleration polynomial. Numerical examples show our
restarted block Lanczos bidiagonalization method with Leja shifts to be competitive
with other restarted Lanczos bidiagonalization methods for computing a few extreme
or interior singular triplets, in particular in situations when the matrix A is so large
that only a few block Lanczos bidiagonalization steps can be carried out between
restarts due to limitations of the available fast computer memory.

The method of this paper computes a sequence of partial block Lanczos bidiago-
nalizations

APmr = QmrBmr, (1.4)
AT Qmr = PmrBT

mr +FrET
r , (1.5)

where Pmr ∈Rn×mr, Qmr ∈R`×mr, PT
mrPmr = QT

mrQmr = Imr, and Imr denotes the iden-
tity matrix of order mr. The decompositions (1.4)-(1.5) are determined by application
of m steps of the block Lanczos bidiagonalization algorithm of Section 2 (Algorithm
2.1) to the matrix A with initial orthonormal block vector P(1) ∈Rn×r, which becomes
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the initial block vector of Pmr. In our applications mr�min{`,n}. The matrix

Bmr :=



S(1) L(2) 0
S(2) L(3)

. . . . . .
L(m)

0 S(m)


∈ Rmr×mr (1.6)

is upper block bidiagonal with upper triangular diagonal blocks S( j) ∈Rr×r and lower
triangular superdiagonal blocks L( j) ∈ Rr×r. Thus, Bmr is upper triangular. The diag-
onal and superdiagonal blocks are assumed to be nonsingular. This is the generic
situation. Singular blocks indicate that the matrices Pmr or Qmr are not of full rank.
This case can be handled by introducing one or several orthonormal random vectors
that have been orthogonalized against the range of Pmr, by halting the process, or by
reducing the block size; see [1,4,17] for discussions on the related problem of singu-
lar blocks in block Lanczos tridiagonalization. The residual matrix Fr ∈Rn×r in (1.5)
satisfies

PT
mrFr = 0, (1.7)

and the matrix Er ∈ Rmr×r consists of the r last columns of Imr.
The connection between the decompositions (1.4)-(1.5) and a partial block Lanc-

zos tridiagonalization of AT A can be seen by multiplying equation (1.4) by AT ,

AT APmr = PmrBT
mrBmr +FrET

r Bmr, (1.8)

where the matrix BT
mrBmr ∈Rmr×mr is symmetric block tridiagonal. Since FrET

r Bmr =
FrS(m)ET

r , it follows that (1.8) is a block Lanczos tridiagonalization with initial block
P(1). This relation between partial block Lanczos bidiagonalization of A and partial
block Lanczos tridiagonalization of AT A has in the special case of block size r = 1
been exploited in [10,23–25,27] to derive implicitly restarted Lanczos bidiagonaliza-
tion (IRLB) methods. These methods are based on recursions related to those for the
implicitly restarted Lanczos (IRL) method proposed by Sorensen [33] for computing
a few of the extreme eigenvalues and associated eigenvectors of a large symmetric
matrix; see also [12]. Our IRLB method multiplies each initial (block) vector P(1)

by an accelerating polynomial ψ(AT A), whose zeros are the Leja shifts mentioned
above. The purpose of the polynomial is to dampen undesired right singular vector
components. The product ψ(AT A)P(1) can be evaluated without computing matrix-
vector products with A and AT in addition to those already evaluated when determin-
ing the decompositions (1.4) and (1.5). The block vector ψ(AT A)P(1) is then used as
initial vector for m new block Lanczos bidiagonalization steps.

An augmented restarted Lanczos bidiagonalization method for block size r = 1
is described in [6]. This method extends the augmentation approach developed by
Wu and Simon [36] for computing a few eigenvalues of a large symmetric matrix to
partial Lanczos bidiagonalization. The augmentation approach is mathematically, but
not numerically, equivalent to the use of the recursion formulas of the IRLB methods.
A block version of the method in [6] is described in [7].
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The rate of convergence of IRLB methods, i.e., the number of matrix-vector prod-
ucts with A and AT required before the desired singular triplets have been computed
with prescribed accuracy, depends on the choice of the polynomial ψ , in particular
on how well components of undesired right singular vectors in P(1) are damped in
ψ(AT A)P(1). The zeros of ψ often are referred to as shifts. The methods discussed
in [10,23–25] use Ritz values, harmonic Ritz values, refined Ritz values, or refined
harmonic Ritz values as shifts. Similarly, the rate of convergence of the augmentation
methods [6,7] depends on the choice of augmented vectors. Augmentation is mathe-
matically, but not numerically, equivalent to the application of certain shifts. Indeed,
it can be numerically advantageous to implement restarted bidiagonalization meth-
ods via augmentation, but it restricts the choice of shifts. We note that the Lanczos
bidiagonalization-based methods by Hochstenbach [22] and Niu and Yuan [31] also
can be used to compute a few selected extreme or interior singular values of a large
matrix without factoring the matrix A. These methods differ from our scheme in that
they use different shifts and are not block methods.

An alternative approach to computing a few singular triplets of a matrix A is to
explicitly determine the associated eigenpairs of the matrix

C :=
[

0 A
AT 0

]
∈ R(`+n)×(`+n), (1.9)

which has the eigenvalues ±σ1,±σ2, . . . ,±σn as well as `−n zero eigenvalues. The
eigenvectors of C associated with the eigenvalues ±σi are given by 1√

2

[
uT

i ,±vT
i
]T ,

which determine both the right and left singular vectors of A associated with the sin-
gular value σi. A difficulty with this approach is that the smallest singular values
of A are interior eigenvalues of C, and for many matrices A they are clustered near
zero. These eigenvalues can be difficult to determine accurately by numerical meth-
ods based on restarted partial Lanczos tridiagonalization of A. Moreover, when A is
rectangular, i.e., ` > n, the matrix C has `−n zero eigenvalues that do not correspond
to singular values of A. The presence of these eigenvalues can make it difficult to
determine “tiny” positive eigenvalues that correspond to singular values of A. Com-
puted examples in [6,25] illustrate these difficulties and show that partial Lanczos
bidiagonalization of A is preferable.

This paper is organized as follows. Section 2 describes a block Lanczos bidiag-
onalization algorithm, which is the basis for the implicitly restarted block Lanczos
bidiagonalization (IRBLB) method presented in Section 3. Leja shifts and the com-
putation of interior singular values are discussed in Section 4, and Section 5 presents
our IRBLB algorithm for computing a few extreme or interior singular values and
associated singular vectors. The algorithm does not require A to be factored; it is only
necessary to evaluate matrix-vector products with A and AT . Numerical examples are
presented in Section 6 and concluding remarks can be found in Section 7.

2 Partial block Lanczos bidiagonalization

Algorithm 2.1 below determines the partial block Lanczos bidiagonalization (1.4)-
(1.5) of the matrix A ∈ R`×n. The number of block Lanczos bidiagonalization steps,



6 James Baglama, Lothar Reichel

m, and the block size, r, typically are chosen so that mr � min{`,n}. We assume
that the algorithm does not break down, i.e., that the QR factorizations in lines 2,
7, and 10 of the algorithm yield nonsingular triangular r× r matrices L( j+1) and
S( j+1); see [4] for a discussion on how to handle singular blocks in partial block
Lanczos tridiagonalization. This discussion carries over to Algorithm 2.1. Step j of
the algorithm determines r new columns P( j+1) ∈ Rn×r of the matrix Pmr ∈ Rn×mr

and r new columns Q( j+1) ∈ R`×r of the matrix Qmr ∈ R`×mr. Thus,

Pmr := [P(1),P(2), . . . ,P(m)], Qmr := [Q(1),Q(2), . . . ,Q(m)].

Algorithm 2.1 PARTIAL BLOCK LANCZOS BIDIAGONALIZATION

Input: matrix A ∈ R`×n or functions for evaluating matrix-vector products with
A and AT ,

r ≥ 1 : block-size,
Pr ∈ Rn×r : initial block with r orthonormal columns,
m : number of bidiagonalization steps.

Output: Pmr := [P(1),P(2), . . . ,P(m)] ∈ Rn×mr : matrix with orthonormal columns,
Qmr := [Q(1),Q(2), . . . ,Q(m)] ∈ R`×mr : matrix with orthonormal columns,
Bmr ∈ Rmr×mr : upper block-bidiagonal matrix (1.6),
Fr ∈ Rn×r : residual matrix.

1. P(1) := Pr; Wr := AP(1);
2. Compute QR factorization: Wr =: Q(1)S(1) (S(1) is upper triangular);
3. for j = 1,2, . . . ,m

4. Fr := AT Q( j)−P( j)(S( j))T ;
5. Reorthogonalization: Fr := Fr−Pjr(PT

jrFr);
6. if j < m then

7. Compute QR factorization: Fr =: P( j+1)R( j+1); L( j+1) := (R( j+1))T ;
8. Wr := AP( j+1)−Q( j)L( j+1);
9. Reorthogonalization: Wr := Wr−Q jr(QT

jrWr);
10. Compute QR factorization: Wr =: Q( j+1)S( j+1);

11. endif
12. endfor

To avoid loss of orthogonality due to finite precision arithmetic, we reorthogonal-
ize in lines 5 and 9 of Algorithm 2.1. Several reorthogonalization strategies for the
columns of the matrices Pmr and Qmr are discussed in the literature; see, e.g., [6,26]
for the case of block size r = 1, and [7] for block size r > 1. Here we only note that
Simon and Zha [32] observed that when the matrix A is not very ill-conditioned, only
the columns of one of the matrices Pmr or Qmr need to be reorthogonalized. Reorthog-
onalization of the columns of Pmr, only, reduces the computational effort required to
compute the decompositions (1.4)-(1.5) considerably when `� n. Algorithm 2.1 eas-
ily can be modified to reorthogonalize only the columns of Pmr.
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Let {σ̃ j, ũ j, ṽ j}mr
j=1 denote the singular triplets of Bmr enumerated so that

0≤ σ̃1 ≤ σ̃2 ≤ . . .≤ σ̃mr. (2.1)

Then, analogously to (1.1),

Bmr ṽ j = σ̃ jũ j, BT
mrũ j = σ̃ j ṽ j, Bmr =

mr

∑
i=1

σ̃iũiṽT
i . (2.2)

The matrices of left and right singular vectors of Bmr,

Ũmr := [ũ1, ũ2, . . . , ũmr] ∈ Rmr×mr, Ṽmr := [ṽ1, ṽ2, . . . , ṽmr] ∈ Rmr×mr,

are orthogonal and

BmrṼmr = ŨmrΣ̃mr, (2.3)
BT

mrŨmr = ṼmrΣ̃mr,

where
Σ̃mr = diag[σ̃1, σ̃2, . . . , σ̃mr] ∈ Rmr×mr.

Thus, (2.3) is a singular value decomposition of Bmr.
The triplet {σ̃ j,Qmrũ j,Pmr ṽ j} furnishes an approximation of the singular triplet

{σ j,u j,v j} of A. Combining (2.2) with (1.4)-(1.5) shows that, for 1≤ j ≤ mr,

A(Pmr ṽ j) = σ̃ j(Qmrũ j), AT (Qmrũ j) = σ̃ j(Pmr ṽ j)+FrET
r ũ j. (2.4)

It follows from the orthonormality of the columns of the matrices Qmr and Ũmr that
the approximate left singular vectors Qmrũ j, j = 1,2, . . . ,mr, of A are orthonormal.
Similarly, the approximate right singular vectors Pmr ṽ j, j = 1,2, . . . ,mr, of A also are
orthonormal.

Algorithm 2.1 can be adjusted to incorporate deflation of converged singular vec-
tors as follows. Converged right singular vectors, Pmr ṽ j, are purged from the initial
block, P(1), and from all of the successively generated matrices Fr in step 4 of the al-
gorithm. The block size is not affected by purging. Similarly, converged left singular
vectors, Qmrũ j, are purged from all computed matrices Wr in step 8.

The relations (2.4) suggest that we accept {σ̃ j,Qmrũ j,Pmr ṽ j} as a singular triplet
of A when the vector FrET

r ũ j is sufficiently small, i.e., when

‖FrET
r ũ j‖ ≤ δ‖A‖ (2.5)

for a user-specified tolerance δ > 0. Here and throughout this paper ‖ · ‖ denotes the
Euclidean vector norm or the associated induced matrix norm. The quantity ‖A‖ in
(2.5) can be approximated by the largest singular value, σ̃mr, of the block bidiagonal
matrix Bmr. The computation of σ̃mr is inexpensive, because the matrix Bmr is not
large. Typically, several matrices Bmr are generated during the computation of the
desired singular triplets of A. We approximate ‖A‖ by the largest of the singular
values of all the matrices Bmr generated. This generally gives a good estimate of ‖A‖.

Jia and Niu [24] showed that for block size r = 1, the use of refined harmonic Ritz
values gives more accurate approximations of the smallest singular triplets than Ritz,
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harmonic Ritz, and refined Ritz values. We extend their approach to block size r > 1.
Thus, let RFr be the upper triangular matrix in the QR factorization of the residual
matrix Fr and define

Bmr+r := [Bmr ErRT
Fr ]. (2.6)

The square of the singular values θ1 ≤ θ2 ≤ . . . ≤ θmr of BT
mr+r are harmonic Ritz

values of AT A; see [6,7,24] for details. Let s j be the right singular vectors of BT
mr+r

connected with θ j and introduce the vector w j := θ jB−1
mr s j. The associated refined

harmonic Ritz value is the Rayleigh quotient

ρ j := sT
j Bmrw j/‖w j‖= 1/‖B−1

mr s j‖.

Let z j = [xT
j ,y

T
j ]

T be a right singular vector allied with the smallest singular value of
the matrix  0 Bmr

BT
mr 0

RFr E
T
r 0

−ρ j

 I 0
0 I
0 0

 , (2.7)

and define x̃ j := x j/‖x j‖ and ỹ j := y j/‖y j‖. Then

{ρ j,Qmr x̃ j,Pmr ỹ j} (2.8)

is a refined harmonic Ritz triplet. It is accepted as a singular triplet of A if√
‖APmr ỹ j−ρ jQmr x̃ j‖2 +‖AT Qmr x̃ j−ρ jPmr ỹ j‖2

=
√
‖Bmr ỹ j−ρ j x̃ j‖2 +‖BT

mr x̃ j−ρ j ỹ j‖2 +‖FrET
r x̃ j‖2 ≤ δ‖A‖.

(2.9)

Example 1 of Section 6 compares approximations of the smallest singular triplet of
A obtained when using our method (IRBLB) to compute Ritz values and refined har-
monic Ritz values.

3 An implicitly restarted block Lanczos bidiagonalization method

This section presents our implicitly restarted block Lanczos bidiagonalization method
for a rectangular matrix A ∈ R`×n. The derivation is analogous to that of the im-
plicitly restarted block Lanczos tridiagonalization method in [4], which is based on
Sorensen’s fundamental work [33]. We assume that the partial block Lanczos bidi-
agonalization (1.4) has been computed with m steps of Algorithm 2.1. Moreover, the
residual bound (2.5) is assumed to be violated for some j.

Choose a shift z2
1 ∈ R and compute the QR factorization of BT

mrBmr− z2
1Imr im-

plicitly by Algorithm 3.1 below, which implements block “bulge chasing”. This algo-
rithm computes two upper block Hessenberg orthogonal matrices QL,QR ∈ Rmr×mr

with lower bandwidth r and the upper block bidiagonal matrix

B
+1

mr = QT
L BmrQR ∈ Rmr×mr. (3.1)

Algorithm 3.1 is an extension to block bidiagonal matrices of the Golub-Kahan SVD
algorithm [20, Section 8.6.2]. Step 2 of Algorithm 3.1 carries out the implicit shift
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and the first iteration of step 8 creates the “bulge” (an r× r subdiagonal block) of
the upper block bidiagonal matrix Bmr. Repeated applications of steps 10 and 14 of
Algorithm 3.1 “chase” the bulge downwards to obtain a new upper block bidiagonal
matrix. The matrix QL is in step 12 determined as a product of orthogonal upper block
Hessenberg matrices. Analogously as in the standard QR algorithm, this makes QL
an orthogonal upper block Hessenberg matrix at termination of the algorithm; see,
e.g., [28, Lemma 6.1] for a proof. The fact that the matrix QR produced by Algorithm
3.1 also is orthogonal upper block Hessenberg is commented on below. The Golub-
Kahan SVD algorithm was first applied by Björck et al. [10] and more recently by
Kokiopoulou et al. [25], and Jia and Niu [23,24] in the context of implicitly shifted
Lanczos bidiagonalization methods. These authors only consider block size r = 1.

Multiplying equations (1.4) and (1.5) from the right by QR and QL, respectively,
yields

APmrQR = QmrBmrQR,
AT QmrQL = PmrBT

mrQL +FrET
r QL,

(3.2)

and letting P
+1
mr := PmrQR and Q

+1
mr := QmrQL, we obtain

AP
+1
mr = Q

+1
mrB

+1
mr,

AT Q
+1
mr = P

+1
mr B

+1
mr

T
+ FrET

r QL.
(3.3)

The above is not a partial block Lanczos bidiagonalization, because QL has r subdi-
agonals and

FrET
r QL = [0, . . . ,0︸ ︷︷ ︸

mr−2r

,FrCr,FrDr], (3.4)

where Dr denotes the last r× r diagonal block of QL, and Cr denotes the last r×
r subdiagonal block of QL. The structure of the matrix (3.4) shows that equating
the first mr− r columns of the decompositions (3.3) gives the partial block Lanczos
bidiagonalization

AP
+1
mr−r = Q

+1
mr−rB

+1
mr−r,

AT Q
+1
mr−r = P

+1
mr−rB

+1
mr−r

T
+F

+1
r E

+1
r

T
,

(3.5)

where F
+1
r := P(m)+1

L(m)+1T
+FrCr, the matrix P(m)+1

is made up of the last r columns

of P
+1
mr , the matrix L(m)+1T

is the last r× r subdiagonal block of B
+1
mr

T
, and the matrix

E
+1
r consists of the last r columns of Imr−r.

We repeat this process m−2 more times with the shifts z2
2, . . . ,z

2
m−1 to obtain the

partial block Lanczos bidiagonalization

AP
+(m−1)
r = Q

+(m−1)
r B

+(m−1)
r ,

AT Q
+(m−1)
r = P

+(m−1)
r B

+(m−1)
r

T
+ F

+(m−1)
r .

(3.6)

The last shift z2
m can be applied according to

P
+m
r := (AT A− z2

mIn)P
+(m−1)
r

= P
+(m−1)
r (B

+(m−1)
r

T
B

+(m−1)
r − z2

mIr) + F
+(m−1)
r B

+(m−1)
r .

(3.7)
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As mentioned in the introduction, partial block Lanczos bidiagonalization of A is
related to partial block Lanczos tridiagonalization of the matrix AT A. It is instructive
to see what the above shift selection for the implicitly restarted partial block Lanc-
zos bidiagonalization method would mean in the context of the implicitly restarted
block Lanczos tridiagonalization method. To this end, introduce the QR factorization
BT

mrBmr−z2
1Imr = QR, with Q ∈Rmr×mr orthogonal and R ∈Rmr×mr upper triangular.

The matrix Q is also an upper block Hessenberg matrix with the same bandwidth as
BT

mrBmr; see, e.g., [28, Lemma 6.1]. The first r columns and 2r rows of BT
mrBmr−z2

1Imr
equal

[S(1) L(2)]T S(1)−
[

z2
1Ir
0

]
,

and an inspection of the first iteration of Algorithm 3.1 shows that the first r columns
of the matrix Q and of the matrix QR from Algorithm 3.1 agree. A straightforward ex-
tension of the Implicit Q Theorem [20, Theorem 7.4.2] to block Hessenberg matrices
now yields that

QR = QD, D = diag[1, . . . ,1︸ ︷︷ ︸
r

,±1, . . . ,±1︸ ︷︷ ︸
mr−r

].

Subtracting z2
1 from both the right-hand side and left-hand side of the partial block

Lanczos tridiagonalization (1.8), we obtain

(AT A− z2
1I)Pmr = Pmr(BT

mrBmr− z2
1I)+FrET

r Bmr
= Pmr(QR)+FrET

r Bmr
= Pmr(QD2R)+FrET

r Bmr
= Pmr(QRDR)+FrET

r Bmr,

(3.8)

and equating the first r columns of (3.8) gives

(AT A− z2
1I)P(1) = PmrQR

[
Rr
0

]

= P
+1
mr

[
Rr
0

]
= P(1)+1

Rr,

(3.9)

where Rr is the leading r× r upper triangular block of R and P(1)+1
is made up of the

first r columns of P
+1
mr . Repeating this process for all m shifts yields

P
+m

r = ψm(AT A)P(1)R̂, (3.10)

where ψm is a polynomial of degree m with zeros z2
1,z

2
2, . . . ,z

2
m, and R̂ is an upper trian-

gular matrix. The matrix P
+m
r , which may be assumed to have orthonormal columns,

is the new initial block for Algorithm 2.1 for partial block Lanczos bidiagonalization.
The convergence criterion (2.5) for Ritz triplets and the convergence criterion

(2.9) for refined Harmonic Ritz triplets determine which, if any, of the computed
approximate singular triplets can be accepted as singular triplets of A. If sufficiently
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accurate approximations of all the desired singular triplets have been computed, then
we are done. Otherwise, converged singular triplets are removed and new shifts are
applied as described above. If no approximate singular triplets satisfy (2.5) or (2.9),
then we apply m new shifts, which can be seen to give an accelerating polynomial
ψm in (3.10) with m new factors. This defines the accelerating polynomial ψ2m. The
computations are continued in this manner until all desired singular triplets of A have
been determined.

As already mentioned, the performance of the IRBLB method depends criti-
cally on the choice of the accelerating polynomial. We would like this polynomial
to dampen components of undesired right singular vectors in the initial block P(1) for
partial block Lanczos bidiagonalization. A natural choice of shifts is the square of un-
desired singular values of Bmr, which are undesired Ritz values of BT

mrBmr. However,
we have noticed in the context of the computation of a few eigenvalues of a large
sparse symmetric matrix that Leja shifts for a suitable interval can be a viable alter-
native; see [2,4,5,12]. We will discuss the application of Leja shifts in the context of
singular value computations in the following section.

The algorithm below uses MATLAB notation to specify submatrices. For in-
stance, B

+1
mr(:, i : j1) denotes the submatrix of B

+1
mr made up of rows 1 through mr

and columns i through j1.

Algorithm 3.1 BLOCK BULGE CHASING

Input: Bmr: mr×mr block bidiagonal matrix (1.6),
µ: implicit shift.

Output: B
+1
mr = QT

L BmrQR: mr×mr updated block bidiagonal matrix (3.1),
QR: mr×mr upper block Hessenberg orthogonal matrix,
QL: mr×mr upper block Hessenberg orthogonal matrix.

1. Initialize: QR := Imr; QL := Imr; B
+1
mr := Bmr;

2. Compute a 2r×2r orthogonal matrix Q such that:(
QT [S(1) L(2)]T S(1)−

[
µIr
0

])
= R;

3. for i = 1,r +1,2r +1, . . . ,(mr− r)+1
4. Set: j1 := (i−1)+2r; j2 := j1 + r;
5. if j1 ≥ mr then

6. Set: j1 := mr; j2 := mr;
7. endif
8. B

+1
mr(:, i : j1) := B

+1
mr(:, i : j1)Q;

9. QR(:, i : j1) := QR(:, i : j1)Q;
10. Compute a square orthogonal matrix Q such that:

QT B
+1
mr(i : j1, i : (i−1)+ r) = R;

11. B
+1
mr(i : j1, :) := QT B

+1
mr(i : j1, :);

12. QL(:, i : j1) := QL(:, i : j1)Q;
13. if i < mr− r then

14. Compute a square orthogonal matrix Q such that:
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QT B
+1
mr(i : (i−1)+ r, i+ r : j2)T = R;

15. endif
16. endfor

4 Leja shifts and the computation of interior singular values

The acceleration polynomial ψm in (3.10) can be defined by specifying its zeros.
Since the polynomial is applied to AT A, we would like ψm to be large in the vicinity
of the desired eigenvalues of AT A and to be close to zero at the other eigenvalues.
This has the effect of dampening the components of undesired right singular vectors
in the initial block of the block Lanczos bidiagonalization method. Using (1.1) and
(1.3), we can express the spectral decomposition of AT A in the form

AT AVn = VnΣ
2
n , (4.1)

where the columns of Vn form an orthonormal basis for Rn. The initial block P(1) ∈
Rn×r of the block Lanczos bidiagonalization method can be written as a linear com-
bination of the columns of Vn, i.e.,

P(1) = VnΓr, Γr ∈ Rn×r.

Letting
ψm(z) = (z− z2

1)(z− z2
2) · · ·(z− z2

m),

we obtain
ψm(AT A)P(1) = Vn(Σ 2

n − z2
1I) . . .(Σ 2

n − z2
mI)V T

n P(1)

= Vn


(σ2

1 − z2
m) . . .(σ2

1 − z2
1) 0

. . .

0 (σ2
n − z2

m) . . .(σ2
n − z2

1)

Γr.

The above expression shows the dampening effect of the polynomial ψm on the
columns of Vn. We would like to choose z2

1,z
2
2, . . . ,z

2
m so that products

(σ2
j − z2

m)(σ2
j − z2

m−1) · · ·(σ2
j − z2

1)

associated with undesired singular values σ j of A are small, while products associated
with desired singular values σ j are large. Each restart of the IRBLB method increases
the number of zeros as well as the computational work. We are interested in the
situation when there are far fewer zeros z2

j than n, the number of singular values.
In order to determine suitable shifts, we must estimate one or two real intervals

that contain the square of undesired singular values of A or, equivalently, undesired
eigenvalues of AT A. For now, assume that a set K, that contains some of the unwanted
eigenvalues of AT A and none of the desired ones, is known. For instance, if we would
like to compute a few of the smallest singular values of A, then K is an interval on the
real axis to the right of the squares of the desired singular values. If, instead, a few of
the largest singular values of A are desired, then K is a real interval to the left of the
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square of the sought after singular values. When a few interior singular values are to
be computed, the set K generally consists of two real intervals, one on each side of
the square of the desired singular values. We first discuss how to allocate the zeros z2

j
on a given set K and then consider the choice of K.

Let the zeros z2
1,z

2
2, . . . ,z

2
s already be allocated for some s ∈ N. We then let the

following m zeros z2
s+1,z

2
s+2, . . . ,z

2
s+m be approximate solutions of a sequence of m

maximization problems. Specifically, for j = 1,2, . . . ,m, we let z2
s+ j be an approxi-

mate solution of

w(z2
s+ j)

s+ j−1

∏
i=1
|z2

s+ j− z2
i |= max

z∈K
w(z2)

s+ j−1

∏
i=1
|z2− z2

i |, z2
s+ j ∈K, (4.2)

where w is a nonnegative weight function on the real axis to be defined below. The
points z2

s+1,z
2
s+2, . . . ,z

2
s+m determined by (4.2) might not be unique. We refer to any

points z2
s+1,z

2
s+2, . . . ,z

2
s+m determined in this manner as Leja points for K, because

of their close relation to points investigated by Leja [30]. When K is an interval
on which the available points z2

1,z
2
2, . . . ,z

2
s already have been placed, the new points

z2
s+1,z

2
s+2, . . . ,z

2
s+m are allocated so that all of the points z2

1,z
2
2, . . . ,z

2
s+m are distributed

roughly like zeros of Chebyshev polynomials for the interval K. The asymptotic dis-
tribution can be expressed in terms of the normal derivative of a certain Green’s func-
tion for the complement of K in the complex plane, and this characterization carries
over to sets K that consist of two intervals; see [2,4,30] for further discussions. We
remark that when s = 0 and K is a fixed interval during all of the computations,
then choosing the z2

1,z
2
2, . . . ,z

2
m as zeros of the Chebyshev polynomial of the first kind

of degree m for the interval K would be appropriate. However, since the set K will
change during the computations, Leja points give faster convergence. Computed ex-
amples that compare the use of Chebyshev points and Leja points in the context of
eigenvalue computations of a large symmetric matrix are reported in [5]; other com-
parisons are reported in [12].

The exact solution of the sequence of maximization problems (4.2), for j =
1,2, . . . ,m, can be cumbersome when s or m are large. We note that the number of
applied shifts, s, can become large during the course of the iterations, and this then
requires the solution of maximization problems (4.2) with products with many fac-
tors. The allocation of new Leja points depends on the location of already available
Leja points. This feature provides “memory” of previous shifts, and makes it possible
for Leja shifts to quickly adjust the acceleration polynomial when new information
about the location of the spectrum of AT A is available; a numerical example that illus-
trate this is reported in [5]. Fast Leja points, introduced in [3], are easily computable
approximate solutions of (4.2). The computation of j fast Leja points requires only
O( j2) arithmetic floating point operations. We use fast Leja points in the numerical
examples.

We turn to the choice of the set K and first consider the case when the k� n
smallest singular triplets of the matrix A are desired. Here we assume that m and r
are large enough so that k < (m−1)r. The set K then can be chosen to be an interval.
Our discussion is closely related to the one in [4] on eigenvalue computation.
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The ordering (1.2) of the singular values of A gives the ordering

0≤ σ
2
1 ≤ σ

2
2 ≤ . . .≤ σ

2
n (4.3)

of the eigenvalues of AT A. Similarly, the ordering (2.1) of the singular values of Bmr
induces the ordering

0≤ σ̃
2
1 ≤ σ̃

2
2 ≤ . . .≤ σ̃

2
mr (4.4)

of the eigenvalues of BT
mrBmr. We assume throughout this section that the super-

diagonal blocks of Bmr are nonsingular. Then analogously to [4, Proposition 3.1],
we have

σ
2
j ≤ σ̃

2
j , 1≤ j ≤ mr, (4.5)

σ
2
n ≥ σ̃

2
mr (4.6)

and
σ

2
j < σ̃

2
j+r, 1≤ j ≤ (m−1)r. (4.7)

Let the integer i satisfy 1 ≤ i ≤ (m− 1)r− k. Then, in view of (4.7), the interval
K = [σ̃2

mr−i, σ̃
2
mr] does not contain any of the k smallest eigenvalues of the matrix AT A.

We therefore may allocate zeros of the acceleration polynomial in K. The smallest
interval is obtained for i = 1. Numerous computed experiments for symmetric eigen-
value problems suggest that this value often yields the best results; see [2,4,5].

The interval K = [a,b] is updated after every restart of the IRBLB method. When
the singular value decomposition of the first block bidiagonal matrix Bmr generated
in the IRBLB method has been computed, we define the end points

a := σ̃
2
mr−i, b := σ̃

2
mr (4.8)

for some 1≤ i≤ (m−1)r− k. The m zeros z2
1,z

2
2, . . . ,z

2
m of the accelerating polyno-

mial ψm are chosen to be fast Leja points for K. Application of these points as shifts
determines the matrix P

+m
r ∈ Rn×r with orthonormal columns according to (3.10).

The computation of m steps of block Lanczos bidiagonalization with initial matrix
P

+m
r gives a new block Lanczos bidiagonal decomposition of the form (1.4)-(1.5)

with a new block bidiagonal matrix, which we also denote by Bmr. Let its singu-
lar values be σ̃1 ≤ σ̃2 ≤ . . . ≤ σ̃mr. We then update the end points of the interval K
according to

a := min{a, σ̃2
mr−i}, b := max{b, σ̃2

mr} (4.9)

or
a := σ̃

2
mr−i, b := max{b, σ̃2

mr}. (4.10)

The end point a varies monotonically when the updating formula (4.9) is used. The
next shifts, z2

m+1,z
2
m+2,z

2
m+3, . . . are fast Leja points for the new interval K. Their

allocation depends on the location of the initial Leja points z2
1,z

2
2, . . . ,z

2
m. Application

of the points z2
m+1,z

2
m+2,z

2
m+3, . . . as shifts yields a new initial matrix, analogous

to (3.10), for partial block Lanczos bidiagonalization of A. The computations are
continued in this manner until all the k desired smallest singular triplets have been
computed.
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The weight function in (4.2) is w(z) := |z−a|. Computed experiments show this
weight function to give faster convergence than w(z) := 1. We have found that when
only fairly little computer storage is allowed for the block Lanczos vectors, i.e., when
mr is small or r > 1 and m is small, then the fastest convergence is achieved when the
interval K is small and placed as far away as possible from the squares of the desired
singular values. Analogous observation are reported in [4,5], where the computation
a few of the smallest eigenvalues of a large symmetric matrix by a restarted block
Lanczos tridiagonalization method is discussed. However, when using a larger stor-
age space for the Krylov vectors, i.e., when mr is larger, we found the IRBLB method
to give the fastest convergence when K was chosen to be large.

When the largest singular triplets of A are to be computed, the updates of the
interval K = [a,b],

a := min{a, σ̃2
1 }, b := max{b, σ̃2

i+1} (4.11)

or
a := min{a, σ̃2

1 }, b := σ̃
2
i+1. (4.12)

are analogous to (4.9) and (4.10). The end point b varies monotonically when the
updating formula (4.11) is used. In numerous computed examples, the choices (4.10)
and (4.12) gave the best results. We use these formulas in the numerical examples of
Section 6.

We now consider the situation when k singular triplets with interior singular val-
ues near τ > 0 are to be determined. The accelerating polynomial will be allowed to
have zeros in intervals on both sides of the k desired eigenvalues of AT A. Our ap-
proach is analogous to the one used in [4] for computing a few eigenvalues in the
interior part of the spectrum of a large symmetric matrix. The description in [4] re-
quires shifting the large symmetric matrix, so that the desired part of the spectrum is
near the origin. Following the same approach as in [4], we apply a shift to the partial
block Lanczos decomposition (1.8),

(AT A− τ
2I)Pmr = Pmr(BT

mrBmr− τ
2I)+FrET

r Bmr. (4.13)

This shifts simplifies the description of the method, however, it is not explicitly ap-
plied in actual computations.

Introduce the shifted block tridiagonal matrix

Tmr := BT
mrBmr− τ

2I.

The generalized eigenvalues of(
(Tmr)2 +Er(S(m))T L(m+1)(L(m+1))T S(m)ET

r

)
x = θ̃ Tmrx (4.14)

are harmonic Ritz values of AT A. Here S(m) is the last diagonal r×r block of Bmr and
L(m+1) is the transpose of the upper triangular matrix obtained by QR factorization of
the matrix Fr; cf. line 7 of Algorithm 2.1 as well as [7]. The following result, which
will be applied below, is shown in [4] in the context of eigenvalue computation.
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Theorem 4.1 Let the matrix Tmr be nonsingular, and enumerate the harmonic Ritz
values according to

θ̃1 ≤ θ̃2 ≤ . . .≤ θ̃p < 0 < θ̃p+1 ≤ θ̃p+2 ≤ . . .≤ θ̃mr, (4.15)

where p is an integer such that 0 ≤ p ≤ mr. If p > 0, then the matrix AT A− τ2I
has at least j eigenvalues in the interval [θ̃p− j+1,0) for j = 1,2, . . . , p. Conversely,
if p < mr, then AT A− τ2I has at least j eigenvalues in the interval (0, θ̃p+ j] for
j = 1,2, . . . ,mr− p.

Assume that the number of desired singular triplets, k, is even. Theorem 4.1 then
shows that the interval [θ̃p−k/2+1, θ̃p+k/2] contains at least k eigenvalues of AT A−τ2I,
where k/2≤ p≤ mr− k/2. Let K = [bl ,al ]∪ [ar,br], where

bl := min{bl , σ̃
2
1 }, al := θ̃p−k/2 + τ2,

ar := θ̃p+k/2+1 + τ2, br := max{br, σ̃
2
mr}.

(4.16)

Then the interior interval [al ,ar] contains k eigenvalues of AT A and K does not con-
tain any of the desired eigenvalues of AT A.

We allocate the zeros of the acceleration polynomial on K similarly as described
above, using the weight function

w(z) :=
{
|z−al |, z≤ al ,
|z−ar|, z≥ ar,

in (4.2).
Let the integer p be defined by (4.15) and assume that k/2≤ p≤mr−k/2. Then,

if σ̃2
1 ≤ θ̃2 and θ̃mr−1 ≤ σ̃2

mr, we may define new interval end points

al := max{al , θ̃2}+ τ
2, ar := min{ar, θ̃mr−1}+ τ

2. (4.17)

Alternatively, we may increase the size of the intervals, i.e., we could choose the end
points

al := max{al , θ̃3}+ τ
2, ar := min{ar, θ̃mr−2}+ τ

2, (4.18)

provided that σ̃2
1 ≤ θ̃3 and θ̃mr−2 ≤ σ̃2

mr. The updating formulas (4.17) and (4.18) are
modified if these relations between Ritz and harmonic Ritz values are violated. For
instance, if θ̃2 < σ̃2

1 ≤ θ̃3, then al is updated according to (4.18) instead of by (4.17).
The end points al and ar also can be allowed to vary in a nonmonotonic manner by
dropping min and max from the assignment rules (4.17). The latter updates are used
in Section 6. The end points br and bl are updated according to (4.16).

We now comment on the computation of the harmonic Ritz values defined by
(4.14). They can be computed by first reducing (4.14) to a standard eigenvalue prob-
lem by multiplying the equation by (Tmr)−1, or by using a technique described in [4].
In either case, the matrix Tmr has to be nonsingular. This requirement can be satisfied
by adding a constant of small magnitude to τ2 if necessary. Since the harmonic Ritz
values are only used to compute interior end points for the set K, they do not have
to be determined with high accuracy. A comparison of Leja shifts and the use of re-
fined harmonic Ritz values as shifts, as described by Jia and Niu [24], is reported in
Examples 2 and 3 of Section 6.
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5 The IRBLB algorithm

This section describes our algorithm for the computation of the k smallest or largest
singular triplets of a large matrix A, or of k singular triplets with singular values
close to a specified value τ > 0. The algorithm uses Leja shifts. To keep the storage
requirement of the algorithm small, we reduce the number of block Lanczos bidiag-
onalization steps when multiples of r left and right singular vectors have converged.
For instance, when r left and right singular vectors have converged according to (2.5)
or (2.9), we carry out only m− 1 Lanczos bidiagonalization steps and use the space
that would have been required when carrying out one more bidiagonalization step for
storage of the converged singular vectors. This reduces the storage needed by the al-
gorithm. We orthogonalize the starting matrix Pr and the matrix Fr against converged
right singular vectors in Algorithm 2.1. Orthogonalization of the latter is carried out
after step 4 of the algorithm. We orthogonalize the matrix Wr against converged left
singular vectors after step 8 of Algorithm 2.1. The computation of interior singular
triplets generally requires more iterations than the computation of extreme singular
triplets.

Algorithm 5.1 IRBLB: IMPLICITLY RESTARTED BLOCK LANCZOS BIDIAGONAL
METHOD

Input: A ∈ R`×n or functions for evaluating matrix-vector products
with the matrices A and AT ,

Pr ∈ Rn×r : initial orthonormal matrix,
m : number of bidiagonalization steps,
r : block size,
k : number of desired singular triplets,
τ : location of singular values, if interior singular triplets are desired,
δ : tolerance for accepting computed approximate singular triplet,

cf. (2.5) and (2.9).

Output: Computed set of approximate singular triplets {σ j,u j,v j}k
j=1 of A.

1. Compute the partial block Lanczos bidiagonalization (1.4)-(1.5)
using Algorithm 2.1;

2. Compute the singular value decomposition (2.2) of Bmr;
3. Check convergence: if all k desired singular triplets satisfy (2.5) or (2.9) then exit;
4. If r singular triplets have converged, let mr := mr− r;

4a. Compute r left and right singular vectors;
5. Compute Leja shifts:

5a. If desired singular values are the smallest ones, then
define the interval K = [a,b] by (4.9) or (4.10);
Compute m Leja points as described in Section 4;

5b. If desired singular values are the largest ones, then
define the interval K = [a,b] by (4.11) or (4.12);
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Compute m Leja points as described in Section 4;
5c. If desired singular values are interior singular values near τ , then

define the set K = [bl ,al ]∪ [ar,br] by (4.16), (4.17), and (4.18);
Compute m Leja points as described in Section 4;

6. Apply the shifts according (3.2) - (3.6) using Algorithm 3.1;
7. Apply the last shift according to (3.7) to obtain P

+m
r ;

8. Orthogonalize the columns of P
+m
r against all converged right singular vectors;

9. Orthonormalize the columns of P
+m
r , let Pr := P

+m
r , and goto 1;

6 Numerical examples

We present five numerical examples that illustrate the performance of Algorithm 5.1.
All computations were carried out using MATLAB version R2011b on a Mac work-
station with two 2.66 GHz Dual-Core Intel Xeon processors and 2 GB (667 MHz)
of memory running under the operating system Mac OS X version 10.6.8. Machine
epsilon is ε = 2.2 ·10−16.

We compare Algorithm 5.1 to the related public domain MATLAB functions
irlba1 and irlbablk2, as well as to the function irrhlb3 described in [24] and the
MATLAB internal function svds. The function irlba implements a Krylov augmen-
tation method (with block size one). Augmentation is performed by Ritz or harmonic
Ritz vectors. The function irlbablk is a block version of irlba. We also discuss
how Algorithm 5.1 compares with results for the methods irlanb and niuyuan re-
ported in [25] and [31], respectively. MATLAB functions for the latter methods are
not publicly available. We will refer to our MATLAB implementation of Algorithm
5.1 as irblb.

When comparing irblb to results presented in the literature for the methods
irlanb and niuyuan, we report the number of matrix-vector product evaluations
required by the methods. The number of steps, m, and block size, r, for irblb are
chosen so that this method does not require storage of more (block) Lanczos bidiago-
nalization vectors than the methods it is compared with, as reported in the comparison
papers. The same convergence criteria are applied to all methods. We remark that the
results depend somewhat on the choice of initial (block) vector. For irblb, we use
an initial (block) vector consisting of orthonormalized random vectors with normally
distributed entries with zero mean.

In our comparison of irblb with the publicly available MATLAB functions, we
use the same random initial (block) vector, the same stopping criteria, and allow
the same storage size. However, for the MATLAB internal function svds this is not
possible. This function computes selected eigenvalues of the matrix (1.9) by a shift-
and-invert technique.

1 MATLAB code is available at http://www.netlib.org/numeralgo/index.html in na26.tgz
and at http://www.math.uri.edu/∼jbaglama. The code is described in [6].

2 MATLAB code is available at http://www.netlib.org/numeralgo/index.html in na26.tgz
and at http://www.math.uri.edu/∼jbaglama. The code is described in [7].

3 We would like to thank Zhongxiao Jia for providing this MATLAB function.
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The MATLAB functions irlba, irlbablk, irrhlb, and irlanb allow a user to
choose numerous parameters that affect their performance. For example, the param-
eter adjust ≥ 0 in irlba adds adjust auxiliary vectors to the augmentation scheme.
Letting adjust > 0 typically reduces the number of matrix-vector product evaluations
required to satisfy the stopping criteria, when compared with adjust = 0. The lat-
ter choice has the effect of choosing shifts closer to the desired singular values than
adjust > 0; see [6] for details. The function irlanb has a similar parameter; see [25,
Algorithm 3]. The functions irrhlb and niuyuan use an adaptive shift strategy out-
lined by Larsen [27] to improve convergence; when a shift is deemed too close to
the desired singular values, it is replaced. Our code, irblb, has a parameter that de-
termines the allocation of the end points of the sets K to avoid to apply Leja shifts
that are too close or too far away from the squares of the desired singular values. In
view of the large number of parameters that can be set, and the difficulty to determine
the most suitable values for the problems at hand, we will use the default values in
our experiments, unless stated otherwise. We finally remark that the performance of
the methods in our comparisons also depends on the computer architecture and cod-
ing style, which may significantly affect the performance. Nevertheless, we believe
that the examples reported below shed some light on the performance of the methods
considered.

Example 1. (Smallest singular triplet.) We illustrate the use of the combination
of refined harmonic Ritz values (2.8) and Leja points as shifts to compute approxi-
mations of the smallest singular triplet with our block method irblb (i.e., Algorithm
5.1), and we compare with the publicly available block method irlbablk, which
augments by Ritz or harmonic Ritz vectors. Specifically, we seek to determine the
smallest singular triplet of the 500×500 diagonal matrix generated by the MATLAB
command

A = spdiags([1:10^(-8):1+2*10^(-8),2:1:500]’,0,500,500).

The three smallest singular values of this matrix are very close: σ1 = 1.0, σ2 =
1.00000001, and σ3 = 1.00000002. The fourth smallest singular value is σ4 = 2.

The clustering of the smallest singular can cause non-block methods to miss sin-
gular values or have erratic and delayed convergence; see [7, Example 1] for a com-
parison of the block method irlbablk and the non-block method irlba on a similar
matrix. This example is designed to display the strengths of a block method, Leja
points, and the new use of refined harmonic Ritz approximations in a block bidiago-
nalization method. We first let the block size be r = 3 and set the maximum number
of restarts to 200. The tolerance δ = 10−8 is used in the stopping criterion (2.9) for
both irblb and irlbablk. Then δ‖A‖ ≈ 5 ·10−6. We let i := mr− r−4 in (4.10).

Figure 6.1 (a) and (b) compare irblb when computing Ritz and refined harmonic
Ritz values to irlbablk. The latter method augments by harmonic Ritz vectors;
similar results were obtained for augmentation by Ritz vectors. The figures show
irblb when using refined harmonic Ritz values to perform the best for this problem.
The code irlbablk, which uses augmentation [6,7], converges poorly, if at all, and
irblb using Ritz values gives very erratic convergence. For this example, as well as
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Fig. 6.1 Example 1: Plots of the residual norm (2.9) for the smallest singular triplet as a function of the
number of restarts. Blocks sizes are set to r = 3 for (a) and (b), r = 4 for (c), and r = 5 for (d). Number of
blocks m is set to 5, except in (b) where m is set to 10. Here σ1 = 1.0. The solid (blue) graph (−) shows the
norm when irblb (i.e., Algorithm 5.1) computes refined harmonic Ritz values, the dashed (green) graph
(−−) depicts the norm when irblb determines Ritz values, and the dash-dotted (red) graph (−·) displays
the residual norm when irlbablk [7] uses augmentation by harmonic Ritz vectors.

for many other ones, irblb with Leja shifts and using refined harmonic Ritz values
yields the fastest convergence.

We now increase the block size to r = 4 for (c) in Figure 6.1 and to block size
r = 5 for (d) in Figure 6.1. Figures (c) and (d) are analogous to figures (a) and (b)
and show irblb when using refined harmonic Ritz values to perform the best. The
code irlbablk converges poorly at best, and irblb using Ritz values yields erratic



An Implicitly Restarted Block Lanczos Bidiagonalization Method Using Leja Shifts 21

convergence. Figure 6.1 shows irblb to give rapid convergence when the block size
is chosen to be larger than or equal to the number of close singular values in desired
singular triplets.

Finally, we remark that harmonic Ritz (and refined harmonic Ritz) approxima-
tions cannot be used when singular values are numerically close to zero. Construction
of the harmonic approximations requires the inverse of Bmr. We utilize the same pro-
cedure as described in [6,7] and switch to Ritz approximations when Bmr becomes
numerically singular. 2

Table 6.1 Example 2: Number of matrix-vector product evaluations with the matrices A and AT for the
1850× 712 matrix WELL1850. The methods irlba and irlbablk are the same method for block size
r = 1. A superscript ∗ indicates no convergence within 5000 restarts.

k = 1 k = 3
mr = 5 mr = 10 mr = 15 mr = 8

m = 5, r = 1 m = 10, r = 1 m = 15, r = 1 m = 4, r = 2
Smallest irblb 1728 1628 1376 1880
singular irrhlb 4008 1664 1460 2756
triplets irlba 30004∗ 6500 3594 12172

irlbablk 30004∗ 6500 3594 50004∗

Largest irblb 72 66 64 120
singular irrhlb 1348 140 162 292
triplets irlba 82 68 74 88

irlbablk 82 68 74 50004∗

Condition # irblb 1690 (by simult. comput. of largest and smallest singular values)

Example 2. (Smallest or largest singular triplets.) Consider the matrix WELL1850
of size 1850× 712 from the Matrix Market Collection [11,16]. We would like to
compute the smallest or largest singular triplets, as well as the three smallest or three
largest singular triplets, and are interested in comparing the number of matrix-vector
product evaluations required by the functions irblb, irrhlb, irlba, and irlbablk.
The same initial vector is used for all functions. When block methods are applied with
block size larger than one, we let the first column of the initial block be the common
starting vector and the other columns of the initial block be orthonormalized ran-
dom vectors. All block methods employed the same initial block. We used the default
parameter values for all methods, set i = mr− k in (4.10), and employed the same
tolerance δ = 10−6, and the same stopping criterion (2.9) for all the functions. Table
6.1 shows the number of required matrix-vector product evaluations with A and AT .
Columns 3-5 of the table report the number of matrix-vector product evaluations re-
quired to compute the smallest or largest singular triplet when all methods use block
size r = 1 and the same storage space. The methods irblb and irrhlb both em-
ploy refined harmonic Ritz values for approximating the smallest singular triplets,
but apply different shifts; Leja shifts for irblb and refined harmonic Ritz shifts for
irrhlb. The irlba and irlbablk methods use the singular triplets of generated
bidiagonal and block bidiagonal matrices, respectively, to approximate the smallest
singular triplets of A, and they augment with harmonic Ritz vectors when searching
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for the smallest singular triplet. The codes irlba and irlbablk do not allow refined
harmonic Ritz approximation.

When searching for the largest singular triplet(s), the stopping criterion (2.5) is
used. The methods irlba and irlbablk augment with Ritz vectors when searching
for the largest singular triplet(s). Table 6.1 shows irblb to give the fastest conver-
gence. This method compares particularly well when the storage space is kept small
(mr = 5), which may be necessary for large problems. The functions irrhlb and
irblb perform about the same when more storage space is allowed.

The last column of Table 6.1 displays the performance of the methods when com-
puting the three smallest or three largest singular triplets. For the block methods, we
choose block size r = 2 and the number of blocks m = 4. These choices keeps the
storage requirement of the methods small. The function irblb can be seen to require
the fewest matrix-vector product evaluations. We count a matrix product with a block
of r vectors as r matrix-vector product evaluations; however, timings on parallel com-
puters for a matrix-block-vector product evaluation may only be insignificantly larger
than for a matrix-vector product evaluation when the block size is moderate; see [18]
for discussions.

The irblb method can be used to compute the condition number of a matrix.
This number is the quotient of the largest and smallest singular values of the ma-
trix. The condition number for the matrix of this example is 111.31. One approach to
compute this quotient is to call irblb twice, once for computing the largest singular
value and once for determining the smallest one. The number of matrix-vector prod-
uct evaluations for this approach is obtained by adding the number of matrix-vector
product evaluations for computing the smallest singular triplet and the number of
matrix-vector product evaluations for determining the largest singular triplet. For ex-
ample, with mr = 5 and m = 5, r = 1, the first column of Table 6.1 shows that irblb
requires 1728+72 = 1800 and irrhlb demands 4008+1348 = 5356 matrix-vector
product evaluations.

Alternatively, we may modify the function irblb slightly to simultaneously de-
termine both the largest and smallest singular values of the matrix. It follows from
(4.3)-(4.7) that the interval [σ̃2

r+1, σ̃
2
mr−r] contains neither the smallest nor the largest

singular values and, therefore, we can allocate Leja shifts on this interval. When the
smallest or largest singular triplet has converged, it can be removed from subsequent
partial Lanczos bidiagonalizations by orthogonalizing against it in Algorithm 2.1. We
also update the interval on which we allocate Leja shifts to include the square of the
converged singular value, and continue the computations to determine the missing
singular triplet. Typically, the largest singular triplet is determined first. The number
of matrix-vector product evaluations for this alternative approach are displayed in the
last row of Table 6.1 labeled “simultaneous calculations”. We use the largest singular
triplet of Bmr to approximate the largest singular triplet of A and refined harmonic
Ritz values to determine an approximation of the smallest singular value. The toler-
ance was set to δ = 10−6 and we applied the stopping criterion (2.5) for the largest
singular triplet and (2.9) for the smallest one. Table 6.1 shows the latter approach to
be advantageous.

This example illustrates that it may be attractive to use irblb for very large prob-
lems, for which only few vectors can be stored in fast computer memory. This ob-
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servation is in agreement with results reported in [4,5] for Leja-shift-based Lanczos
methods for eigenvalue computation. 2

Table 6.2 Example 3: Number of matrix-vector product evaluations with A and AT for the 991× 991
matrix JPWH991.

k = 2
mr = 15 mr = 5

method m = 15, r = 1 m = 5, r = 1
irblb 1330 1294
irrhlb 1590 3346
irlba 3918 8002
irlanb 2080
jdqz 4036

Example 3. (Smallest singular triplets.) We would like to determine the two
smallest singular triplets of the 991× 991 matrix JPWH991 from the set CIRPHYS
in the Matrix Market Collection [11,16]. The two smallest singular values are very
close. We compare the performance of the MATLAB functions irblb, irrhlb, and
irlba with results reported in [25, Table 1] for the functions irlanb and jdqz.
The latter implements a Jacobi-Davidson method. The functions irblb, irrhlb,
and irlba employ the same initial vector and default values. We let i = (m−1)r−k
in (4.10). The tolerance δ = 10−6 and stopping criterion (2.9) are used for irblb,
irrhlb, and irlba. Both functions irblb and irrhlb apply refined harmonic Ritz
values to approximate the desired singular triplets. The use of Leja points as shifts
can be seen to give faster convergence, i.e., to require fewer matrix-vector product
evaluations. Table 6.2 shows irblb to be competitive and, similarly as in Example
2, to excel when the allowed storage space is small. 2

Table 6.3 Example 4: Number of matrix-vector product evaluations with A and AT for the 2048× 2048
matrix DW2048.

k = 3
mr = 30 mr = 28 mr = 30 mr = 12

method m = 30, r = 1 m = 7, r = 4 m = 5, r = 6 m = 4, r = 3
irblb n.c. 9856 8160 10482

niuyuan 12246

Example 4. (Interior singular triplets.) We would like to compute three singular
triplets with singular values near 0.5 of the 2048× 2048 matrix DW2048 from the
set DWAVE in the Matrix Market Collection [11,16]. Results obtained with irblb
are compared with those reported in [31, Table 4] for the function niuyuan. This
table shows the number of matrix-vector product evaluations with the matrix only,
while Table 6.3 displays the number of matrix-vector product evaluations with both
the matrix and its transpose. Both the function irblb and niuyuan compute re-
fined harmonic Ritz values to approximate the desired singular values. The tolerance,
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δ = 10−6, used for convergence of irblb is the same as for niuyuan, however, the
stopping criteria differ slightly. The function niuyuan uses (2.9) with ‖A‖ replaced
by ‖A‖1. Since for the matrix DW2048, ‖A‖1 = 1 and ‖A‖ = ‖A‖2 = 0.9788 are
close, this difference in stopping criteria is insignificant.

The three singular values closest to 0.5 are close; they are 0.4993, 0.5008, and
0.4976. Moreover, the ten singular values closest to 0.5 also are close; they are all
within distance 10−2 from 0.5. This clustering of singular values makes it difficult
to choose appropriate shifts. We picked the interior end points of the two intervals
of the set K, defined by (4.16), so that the intervals are as far apart as possible. The
function irblb with block size r = 1 and m = 30 was unable to determine the three
singular triplets closest to 0.5 within an acceptable number of matrix-vector product
evaluations. However, with larger block sizes irblb converges faster than niuyuan;
see Table 6.3. The last column of Table 6.3 shows irblb to converge also when mr
is reduced to 12 from about 30. This illustrates that irblb performs fairly well also
when computer storage for only few vectors is available. 2

Example 5. (Largest singular triplet.) We consider the 12,360,060× 549,336
matrix JGD Relat/relat9 from the University of Florida collection [13]. The matrix
has 38,955,420 nonzero entries. This is the largest matrix that can be loaded into the
memory of the computer used for the experiments for this paper and allows the largest
singular triplet to be determined. The matrix can be downloaded from the website
and was loaded into MATLAB as a .mat file. Due to computer storage limitations,
we cannot choose m and r larger than 3 and 1, respectively. The tolerance δ = 10−6

and stopping criterion (2.5) are used. The largest singular triplet of the computed
bidiagonal matrix Bmr was used to approximate the largest singular triplet of A. The
function irblb required 54 matrix-vector product evaluations with A and AT and
a CPU time of 431.67 seconds to determine the largest singular triplet. The function
irlba failed to converge within 6000 matrix-vector product evaluations. MATLAB’s
internal function svds, which uses a shift-and-invert approach, produced an out-of-
memory error.

This example indicates that irblb may be an attractive method for computing a
few of the largest singular values of a matrix that is too large to employ a shift-and-
invert strategy. We remark that the rank of the matrix of this example is only 274667;
see [13]. Therefore, the matrix has a null space of high dimension. 2

7 Conclusion

This paper describes a new method, irblb, for computing a partial singular value
decomposition. This method uses restarted block Lanczos bidiagonalization and Leja
shifts. Section 6 illustrates that irblb can solve large problems with fairly little com-
puter storage. This makes the method well suited for large-scale problems.
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