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Abstract. The singular value decomposition is commonly used to solve linear discrete ill-posed
problems of small to moderate size. This decomposition not only can be applied to determine an
approximate solution, but also provides insight into properties of the problem. However, large-scale
problems generally are not solved with the aid of the singular value decomposition, because its compu-
tation is considered too expensive. This paper shows that a truncated singular value decomposition,
made up of a few of the largest singular values and associated right and left singular vectors, of the
matrix of a large-scale linear discrete ill-posed problem can be computed quite inexpensively by an
implicitly restarted Golub–Kahan bidiagonalization method. Similarly, for large symmetric discrete
ill-posed problems a truncated eigendecomposition can be computed inexpensively by an implicitly
restarted symmetric Lanczos method.

1. Introduction. We are concerned with the solution of large least-squares
problems

min
x∈Rn

‖Ax− b‖, A ∈ R
m×n, b ∈ R

m, m ≥ n, (1.1)

with a matrix A, whose singular values gradually decay to zero without a significant
gap. In particular, A is very ill-conditioned and may be rank-deficient. Least-squares
problems with a matrix of this kind are commonly referred to as linear discrete ill-
posed problems. Such least-squares problems arise, for instance, from the discretiza-
tion of linear ill-posed problems, such as Fredholm integral equations of the first kind
with a continuous kernel. The vector b in linear discrete ill-posed problems that arise
in applications in science and engineering typically represents data that are contam-
inated by a measurement error e ∈ R

m. Sometimes we will refer to the vector e as
“noise.” Thus,

b = btrue + e, (1.2)

where btrue ∈ R
m represents the unknown error-free vector associated with the avail-

able vector b. To simplify the notation, we will assume thatm ≥ n, but this restriction
can be removed. Throughout this paper ‖ · ‖ denotes the Euclidean vector norm or
the spectral matrix norm.

Let A† denote the Moore–Penrose pseudoinverse of A. We would like to determine
an approximation of xtrue = A†btrue by computing an approximate solution of (1.1).
Note that the vector x = A†b = xtrue + A†e typically is a useless approximation of
xtrue because, due to the ill-conditioning of A, generally, ‖A†e‖ ≫ ‖xtrue‖.
Linear discrete ill-posed problems with a small matrix A are commonly solved with
the aid of the singular value decomposition (SVD) of the matrix; see, e.g., [23, 31]
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and references therein. However, it is expensive to compute the SVD of a general
large matrix; the computation of the SVD of an n × n matrix requires about 22n3

arithmetic floating-point operations (flops); see, e.g., [21, Chapter 8] for details as
well as for flop counts for the situation when m > n. In particular, the SVD of a
large general m×n matrix is very expensive to compute. Therefore, large-scale linear
discrete ill-posed problems (1.1) are sometimes solved by hybrid methods that first
reduce a large least-squares problem to a least-squares problem of small size by a
Krylov subspace method, and then solve the latter by using the SVD of the reduced
matrix so obtained; see, e.g., [19, 32] for discussions.

The need to compute the largest or a few of the largest singular values and, generally,
also the associated right and left singular vectors of a large matrix of a linear dis-
crete ill-posed problems arises in a variety of applications including the approximate
minimization of the generalized cross validation function for determining the amount
of regularization [17], the solution of large-scale discrete ill-posed problems with two
constraints on the computed solution [27], and the solution of large-scale discrete ill-
posed problems with a nonnegativity constraint on the solution [9]. This paper will
focus on the solution of minimization problems (1.1) with the aid of the truncated
SVD (TSVD). We will refer to the triplets made up of the largest singular values and
associated right and left singular vectors of a matrix A as the largest singular triplets

of A.

The present paper illustrates that the largest singular triplets of a large matrix A, that
stems from the discretization of a linear ill-posed problem, typically, can be computed
inexpensively by implicitly restarted Golub–Kahan bidiagonalization methods such as
those described in [5, 6, 7, 8, 25]. This is true, in particular, in the common situation
when the largest singular values are fairly well separated. Computed examples show
the number of matrix-vector product evaluations required with the matrices A and AT

by these methods to be only a small multiple (larger than one) of the number needed
to compute a partial Golub–Kahan bidiagonalization. This behavior is suggested by
results recently shown in [20]. Typically, only a few of the largest singular triplets
of A are required to determine a useful approximation of xtrue. The computation of
these triplets is much cheaper than the computation of the (full) SVD of the matrix.
We remark that in the applications mentioned above it is convenient or necessary to
use the largest singular triplets rather than a partial Golub–Kahan bidiagonalization
of the matrix.

When the matrix A is symmetric, it suffices to compute a few of its eigenvalues of
largest magnitude and associated eigenvectors. We refer to pairs consisting of the
eigenvalues of largest magnitude and associated eigenvectors of A as eigenpairs of

largest magnitude of A. A few of the eigenpairs of largest magnitude of many sym-
metric matrices that stem from the discretization of linear discrete ill-posed problems
can be computed efficiently by implicitly restarted Lanczos methods such as those
described in [3, 4, 11].

Many methods have been proposed for the solution of large-scale linear discrete ill-
posed problems (1.1). For instance, several iterative methods are available and they
do not require the computation of the largest singular triplets of the matrix A; see,
e.g., [12, 14, 15, 19, 23, 28, 29, 30] and references therein. However, knowledge of a few
of the largest singular values and associated singular vectors often provides valuable
insight into the properties of the problem being solved. It is the purpose of the present
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paper to show that the computation of a few of the largest singular triplets generally
is quite inexpensive.

This paper is organized as follows. Section 2 reviews theoretical results for linear
discrete ill-posed problems (1.1) with a symmetric matrix and discusses the computa-
tion of a few of the eigenpairs of largest magnitude. Linear discrete ill-posed problems
with a nonsymmetric, possibly rectangular, matrix are considered in Section 3. Their
solution by the truncated SVD method is outlined, and the fast computation of a
few of the largest singular triplets is described. Section 4 presents numerical exam-
ples that illustrate the performance of the methods discussed and Section 5 contains
concluding remarks.

2. Symmetric linear discrete ill-posed problems. Let the matrix A ∈ R
n×n

in (1.1) be symmetric. Introduce its eigenvalue decomposition

A = WΛWT , (2.1)

where the matrix W = [w1, w2, . . . , wn] ∈ R
n×n has orthonormal columns, the super-

script T denotes transposition, and

Λ = diag[λ1, λ2, . . . , λn] ∈ R
n×n.

The eigenvalues λi are assumed to be ordered according to

|λ1| ≥ |λ2| ≥ . . . ≥ |λn|. (2.2)

Thus, the magnitude of the eigenvalues are the singular values of A, and the columns of
the matrix W , with appropriate sign, are the associated right and left singular vectors.
We are interested in smooth approximate solutions of (1.1). These typically can be
represented as a linear combination of some of the first eigenvectors w1, w2, w3, . . .
of A. The last eigenvectors generally represent discretizations of highly oscillatory
functions. They model “noise” and should not be part of the computed approximate
solution.

We define the truncated eigenvalue decomposition (TEVD)

As = WsΛsW
T
s , (2.3)

where Ws = [w1, w2, . . . , ws] ∈ R
n×s and

Λs = diag[λ1, λ2, . . . , λs] ∈ R
s×s

for some 1 ≤ s ≤ n. Thus, As is a best rank-s approximation of A in the spectral
norm.

Replacing A by As in (1.1) for a suitable (small) value of s, and solving the reduced
problem so obtained, often gives a better approximation of xtrue than A†b. Thus,
substituting (2.3) into (1.1) and replacing b by WsW

T
s b (i.e., by the orthogonal pro-

jection of b onto the range of Ws), and setting y = WT
s x, yields the minimization

problem

min
y∈Rs

‖Λsy −WT
s b‖.
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Assuming that λs > 0, its solution is given by ys = Λ−1
s WT

s b, which yields the
approximate solution

xs = A†
sb = WsΛ

−1
s WT

s b = Wsys

of (1.1). This approach of computing an approximate solution of (1.1) is known as the
TEVD method. It is analogous to the truncated singular value decomposition (TSVD)
method for nonsymmetric problems; see [15, 23] or Section 3 for the latter.

There are a variety of ways to determine a suitable value of the truncation index
s, including the discrepancy principle, generalized cross validation, and the L-curve
criterion; see [16, 17, 23, 26, 34] for discussions of these and other methods for choosing
an appropriate value of s. We will use the discrepancy principle in the computed
examples of Section 4. This approach to determine s requires that a bound for the
error e in b be available,

‖e‖ ≤ δ,

and prescribes that s ≥ 0 be the smallest integer such that

‖Axs − b‖ ≤ τδ, (2.4)

where τ ≥ 1 is a user-chosen constant independent of δ. We remark that one can
compute the left-hand side without evaluating a matrix-vector product with A by
observing that

‖Axs − b‖ = ‖b−WsW
T
s b‖.

It can be shown that xs → xtrue as ‖e‖ → 0; see, e.g., [15] for a proof in a Hilbert
space setting. The proof is for the situation when A is nonsymmetric, the eigen-
value decomposition (2.1) is replaced by the singular value decomposition, and the
truncated eigenvalue decomposition (2.3) is replaced by a truncated singular value
decomposition.

Algorithm 1 The Symmetric Lanczos Process

1: Input: A, b 6= 0, ℓ
2: Initialize: v1 = b/‖b‖, β1 = 0, v0 = 0
3: for j = 1, 2, . . . , ℓ do

4: y = Avj − βjvj−1

5: αj = 〈y, vj〉
6: y = y − αjvj
7: βj+1 = ‖y‖
8: if βj+1 = 0 then Stop

9: vj+1 = y/βj+1

10: end

We turn to the computation of the matrices Ws and Λs in (2.3), where we assume
that 1 ≤ s ≪ n. The most popular approaches to compute a few extreme eigenvalues
and associated eigenvectors of a large symmetric matrix are based on the symmetric
Lanczos process, which is displayed by Algorithm 1; see, e.g., Saad [36] for a thorough
discussion of properties of this algorithm. Assume for the moment that the input
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parameter ℓ in Algorithm 1 is small enough so that the algorithm does not break
down, i.e., βj+1 > 0 for 1 ≤ j ≤ ℓ. We will comment on breakdown below. The
scalars αj and βj determined by Algorithm 1 then define the symmetric tridiagonal
matrix

Tℓ =




α1 β2 0

β2 α2 β3

β3 α3
. . .

. . .
. . . βℓ−1

βℓ−1 αℓ−1 βℓ

0 βℓ αℓ




∈ R
ℓ×ℓ. (2.5)

The vectors vj generated by the algorithm are orthonormal and define the matrix
Vℓ = [v1, v2, . . . , vℓ] ∈ R

n×ℓ. A matrix interpretation of the recursion relations of
Algorithm 1 gives the (partial) Lanczos decomposition

AVℓ = VℓTℓ + βℓ+1vℓ+1e
T
ℓ , (2.6)

where eℓ = [0, . . . , 0, 1]T ∈ R
ℓ denotes the ℓth axis vector. The following results are

shown in [20]. The choice of initial unit vector v1 in Proposition 2.1 does not have to
be the same as in Algorithm 1.

Proposition 2.1. Let the matrix A ∈ R
n×n be symmetric and positive semidefinite,

and let its eigenvalues be ordered according to (2.2). Assume that the symmetric

Lanczos process applied to A with initial unit vector v1 does not break down, i.e., that

n steps of the process can be carried out. Then the scalars β2, β3, . . . , βℓ+1 generated

by Algorithm 1 satisfy

ℓ+1∏

j=2

βj ≤
ℓ∏

j=1

λj , ℓ = 1, 2, . . . , n− 1. (2.7)

When A is symmetric indefinite, we instead have

ℓ+1∏

j=2

βj ≤
ℓ∏

j=1

(2|λj |), ℓ = 1, 2, . . . , n− 1. (2.8)

Since the matrix A defines a linear discrete ill-posed problem, its eigenvalues λj “clus-
ter” at the origin for large j. Therefore, by (2.7) or (2.8), the off-diagonal entries βj

of the matrix (2.5) also “cluster” at zero for j large. This property is used in [20]
to show that, for sufficiently large j, the vectors vj generated by Algorithm 1 are
accurate approximations of eigenvectors associated with eigenvalues close to the ori-
gin. Computed examples in [20] illustrate that for several common linear discrete
ill-posed test problems, the space span{v1, v2, . . . , vℓ} essentially contains the space
span{w1, w2, . . . , w⌈ℓ/3⌉} already for quite small values of ℓ. Here and below ⌈η⌉ de-
notes the smallest integer bounded below by η ≥ 0.

We would like to determine the first few eigenvalues, ordered according to (2.2),
and associated eigenvectors of a large symmetric matrix of a linear discrete ill-posed
problem. The fact that the vectors vj determined by Algorithm 1 are accurate ap-
proximations of eigenvectors for j large enough suggests that only a few iterations
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with an implicitly restarted symmetric Lanczos method, such as the methods de-
scribed in [3, 4, 13, 39], are required. These methods compute a sequence of Lanczos
decompositions of the form (2.6) with different initial vectors. Let v1 be the initial
vector in the presently available Lanczos decomposition (2.6). An initial vector for
the next Lanczos decomposition is determined by applying a polynomial filter q(A)
to v1 to obtain the initial vector q(A)v1/‖q(A)v1‖ of the next Lanczos decomposition.
The computation of q(A)v1 is carried out without evaluating additional matrix-vector
products with A. The implementations [3, 4, 13, 39] use different polynomials q. It
is the purpose of the polynomial filter q(A) to damp components of unwanted eigen-
vectors in the vector v1. We are interested in damping components of eigenvectors
associated with eigenvalues of small magnitude. The implicitly restarted symmetric
Lanczos method was first described in [13, 39]. We will use the implementation [3, 4]
of the implicitly restarted symmetric block Lanczos method with block size one in
computations reported in Section 4.

We remark that there are several reasons for solving linear discrete ill-posed problems
(1.1) with a symmetric matrix A by the TEVD method. One of them is that the
singular values of A, i.e., the magnitude of the eigenvalues of A, provide important
information about the matrix A and thereby about properties of the linear discrete ill-
posed problem (1.1). For instance, the decay rate of the singular values with increasing
index is an important property of a linear discrete ill-posed problem. Problems whose
singular values decay quickly are referred to as severely ill-posed. Moreover, the
truncated eigendecomposition (2.3) may furnish an economical storage format for the
important part of the matrix A. Large matrices A that stem from the discretization
of a Fredholm integral equation of the first kind are generally dense, however, it
often suffices to store only a few of its largest eigenpairs. Storage of these eigenpairs
typically requires much less computer memory than storage of the matrix A.

We finally comment on the situation when Algorithm 1 breaks down. This happens
when some coefficient βj+1 vanishes. We then have determined an invariant subspace
of A. If this subspace contains all the desired eigenvectors, then we compute an
approximation of xtrue in this subspace. Otherwise, we restart Algorithm 1 with an
initial vector that is orthogonal to the invariant subspace already found. Since the
occurrence of breakdown is rare, we will not dwell on this topic further.

3. Nonsymmetric linear discrete ill-posed problems. This section is con-
cerned with the solution of linear discrete ill-posed problems (1.1) with a large non-
symmetric matrix A ∈ R

m×n. Such a matrix can be reduced to a small matrix by
application of a few steps of Golub–Kahan bidiagonalization. This is described by
Algorithm 2. The algorithm is assumed not to break down.

Using the vectors pj and qj determined by Algorithm 2, we define the matrices Pℓ =
[p1, p2, . . . , pℓ] ∈ R

m×ℓ and Qℓ = [q1, q2, . . . , qℓ] ∈ R
n×ℓ with orthonormal columns.

The scalars αj and βj computed by the algorithm define the bidiagonal matrix

Bℓ =




α1 β2 0

α2 β3

α3 β4

. . .
. . .

αℓ−1 βℓ

0 αℓ




∈ R
ℓ×ℓ. (3.1)
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Algorithm 2 Golub–Kahan Bidiagonalization

1: Input: A, b 6= 0, ℓ
2: Initialize: p1 = b/‖b‖, y = AT p1, q1 = y/‖y‖, β1 = 0
3: for j = 1, 2 . . . , ℓ do

4: y = Aqj − βj−1pj−1

5: αj = ‖y‖
6: if αj = 0 then Stop

7: pj = y/αj

8: y = AT pj − αjqj
9: βj+1 = ‖y‖

10: if βj+1 = 0 then Stop

11: qj+1 = y/βj+1

12: end

A matrix interpretation of the recursions of Algorithm 2 gives the Golub–Kahan
decompositions

AQℓ = PℓBℓ, ATPℓ = QℓB
T
ℓ + βℓ+1qℓ+1e

T
ℓ ; (3.2)

see [10] for a recent discussion of this decomposition. Here the vector qℓ+1 is of unit
norm and orthogonal to the columns of Qℓ.

The Golub–Kahan decompositions (3.2) are closely related to the Lanczos decompo-
sition (2.6). We have

(ATA)Qℓ = ATPℓBℓ

= (QℓB
T
ℓ + βℓ+1qℓ+1e

T
ℓ )Bℓ

= QℓB
T
ℓ Bℓ + βℓ+1αℓqℓ+1e

T
ℓ .

This connection is applied in [20] to show the following result. The initial unit vector
p1 in the Golub–Kahan bidiagonalization (3.2) used in Corollary 3.1 is not required
to be b/‖b‖.
Corollary 3.1. Let the matrix A ∈ R

m×n, m ≥ n, have the singular values σ1 ≥
σ2 ≥ . . . ≥ σn ≥ 0, and assume that Algorithm 2 does not break down. Then

ℓ+1∏

j=2

αjβj ≤
ℓ∏

j=1

σ2
j , ℓ = 1, 2, . . . , n− 1,

where the αj and βj are entries of the bidiagonal matrix (3.1).

The ramification of this result will be discussed below. We first describe the TSVD
method for the computation of a useful approximate solution of (1.1). Introduce the
(full) SVD of the matrix A ∈ R

m×n, m ≥ n,

A = UΣV T . (3.3)

Here U ∈ R
m×m and V ∈ R

n×n are orthogonal matrices and

Σ = diag[σ1, σ2, . . . , σn] ∈ R
m×n.
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The singular values are ordered according to

σ1 ≥ σ2 ≥ · · · ≥ σr > σr+1 = · · · = σn = 0,

where r is the rank of A. Let the matrix Us ∈ R
m×s be made up of the first s columns

of U , where 1 ≤ s ≤ r. Similarly, let Vs ∈ R
n×s consist of the first s columns of V , and

let Σs denote the leading s× s principal submatrix of Σ. This gives the TSVD

As = UsΣsV
T
s . (3.4)

Note that As is a best rank-s approximation of A in the spectral norm. The TSVD
approximate solutions of (1.1) are given by

xs = A†
sb = VsΣ

−1
s UT

s b, 1 ≤ s ≤ r. (3.5)

The discrepancy principle prescribes that the truncation index s be chosen as small
as possible so that (2.4) holds with xs given by (3.5); see, e.g., [15, 23, 31] for details
of this approach to determine approximations of xtrue.

It follows from Corollary 3.1 and the fact that the singular values of A cluster at
the origin, that the columns qj of the matrix Qℓ in (3.2) for large j are accurate
approximations of eigenvectors of ATA; see [20] for details. This suggests that the
implicitly restarted Golub–Kahan bidiagonalization methods described in [5, 6, 7, 8],
for many matrices A that stem from the discretization of a linear ill-posed problem,
only require fairly few matrix-vector product evaluations to determine a truncated
singular value decomposition (3.4) with s fairly small. Illustrations are presented in
the following section. We remark that the solution of linear discrete ill-posed problems
(1.1) with a nonsymmetrix matrix by the TSVD method is of interest for the same
reasons as the TEVD is attractive to use for the solution of linear discrete ill-posed
problems with a symmetric matrix A; see the end of Section 2 for a discussion.

4. Computed examples. The main purpose of the computed examples is to
illustrate that a few of the largest singular triplets of a large matrix A (or a few of the
largest eigenpairs when A is symmetric) can be computed quite inexpensively when
A defines a linear discrete ill-posed problem (1.1). All computations are carried out
using MATLAB R2012a with about 15 significant decimal digits. A Sony computer
running Windows 10 with 4 GB of RAM was used. MATLAB codes for determining
the discrete ill-posed problems in the computed examples stem from Regularization
Tools by Hansen [24]. When not explicitly stated otherwise, the matrices A are
obtained by discretizing a Fredholm integral equation of the first kind, and are square
and of order n = 500. For some examples finer discretizations, resulting in larger
matrices, are used.

The first few examples illustrate that the number of matrix-vector product evaluations
required to compute the k eigenpairs of largest magnitude or the k largest singular
triplets of a large matrix obtained by the discretization of an ill-posed problem is
a fairly small multiple of k. The computations for a symmetric matrix A can be
organized in two ways: We use the code irbleigs described in [3, 4] or the code irbla

presented in [6]. The former code has an input parameter that specifies whether the
k largest or the k smallest eigenvalues are to be computed. Symmetric semidefinite
matrices A may only require one call of irbleigs to determine the desired eigenpairs,
while symmetric indefinite matrices require at least one call for computing a few of the
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largest eigenvalues and associated eigenvectors, and at least one call for computing
a few of the smallest eigenvalues and associated eigenvectors. We have found that
the irbla code, which determines a few of the largest singular values and associated
singular vectors can be competitive with irbleigs for symmetric indefinite matrices,
because it is possible to compute all the required eigenpairs (i.e., singular triplets)
with only one call of irbla.

We use the MATLAB code irbleigs [4] with block size one to compute the k eigenvalues
of largest magnitude of a large symmetric matrix A. The code carries out ⌈2.5k⌉
Lanczos steps between restarts; i.e., a sequence of Lanczos decompositions (2.6) with
ℓ = ⌈2.5k⌉ are computed with different initial vectors v1 until the k desired eigenvalues
and associated eigenvectors have been determined with specified accuracy. The default
criterion for accepting computed approximate eigenpairs is used, i.e., a computed
approximate eigenpair {λ̃j , w̃j}, with ‖w̃j‖ = 1, is accepted as an eigenpair of A
if

‖Aw̃j − w̃j λ̃j‖ ≤ εη(A), j = 1, 2, . . . , k, (4.1)

where η(A) is an easily computable approximation of ‖A‖ and ε = 10−6. The irbleigs

code uses a computed approximation of the largest singular value of A as η(A).

Table 1

foxgood test problem.

Number of desired Size of the largest Number of
eigenpairs k tridiagonal matrix matrix-vector products

5 ⌈2.5k⌉ 24
10 ⌈2.5k⌉ 32
15 ⌈2.5k⌉ 32
20 ⌈2.5k⌉ 40
25 ⌈2.5k⌉ 50

Example 4.1. We illustrate the performance of the irbleigs method [4] when applied
to a discretization of the Fredholm integral equation of the first kind

∫ 1

0

(
s2 + t2

)1/2
x(t)dt =

1

3
(1 + s2)

3

2 − s3, 0 ≤ s ≤ 1,

with solution x(t) = t. This equation is discussed by Fox and Goodwin [18]. We use
the function foxgood from [24] to determine a discretization by a Nyström method.
This gives a symmetric indefinite matrix A ∈ R

500×500. Its eigenvalues cluster at zero
and the computed condition number κ(A) = ‖A‖‖A†‖ obtained with the MATLAB
function cond is 3.8×1019. Thus, the matrix is numerically singular. Table 1 displays
the average number of matrix-vector product evaluations required by irbleigs over 1000
runs rounded to the closest integer when applied as described above to compute the
k eigenpairs of largest magnitude for k = 5, 10, . . . , 25. The number of matrix-vector
product evaluations is seen to grow about linearly with k for the larger k-values. Since
irbleigs chooses the initial vector in the first Lanczos decomposition computed to be
a unit random vector, the number of matrix-vector product evaluations may vary
somewhat between different calls of irbleigs.
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We remark that the choice of ℓ = ⌈2.5k⌉ steps with the Lanczos method between
restarts is somewhat arbitrary and so is the choice of block size one. While the
exact number of matrix-vector product evaluations depends on these choices, the
linear growth of the number of matrix-vector products computed with the number of
desired eigenpairs can be observed for many choices of ℓ and block sizes. ✷

In the following examples we use the MATLAB code irbla [6], which implements a
restarted Golub–Kahan block bidiagonalization method. We set the block size to one.
In order to determine the k largest singular triplets, irbla determines a sequence of
Golub–Kahan decompositions (3.2) with ℓ chosen to be ⌈1.5k⌉ or smaller for different
initial vectors p1 until the k largest singular triplets have been computed with desired
accuracy. The default stopping criterion is used, which is analogous to (4.1). The
initial vector p1 in the first Golub–Kahan bidiagonalization (3.2) determined by irbla

is a unit random vector. The number of matrix-vector product evaluations therefore
may vary somewhat between different calls of irbla. The number of matrix-vector
product evaluations with A (and with AT when A is nonsymmetric) reported in the
tables are averages over 1000 runs rounded to the closest integer.

When solving linear discrete ill-posed problems (1.1) by truncated iteration using
Golub–Kahan bidiagonalization, one generally uses the initial vector p1 = b/‖b‖;
see, e.g., [19, 23]. This suggests that it could be beneficial to use this vector as initial
vector in the first Golub–Kahan bidiagonalization computed by irbla. It turns out that
choosing p1 in this manner, instead of as a random unit vector, changes the number
of matrix-vector product evaluations required only very little. We will illustrate this
below.

Table 2

shaw test problem.

Number of desired Size of the largest Number of
eigenpairs k bidiagonal matrix matrix-vector products

5 ⌈1.5k⌉ 19
10 ⌈1.5k⌉ 30
15 ⌈1.5k⌉ 46
20 ⌈1.5k⌉ 60
25 ⌈1.5k⌉ 76

Example 4.2. We consider the Fredholm integral equation of the first kind discussed
by Shaw [37],

∫ π
2

−π
2

K(s, t)x(t)dt = g(s), −π

2
≤ s ≤ π

2
,

with kernel

K(s, t) = (cos(s) + cos(t))2
(
sin(π(sin(s) + sin(t)))

π(sin(s) + sin(t))

)2

and solution

x(t) = 2 exp(−6(t− 0.8)2) + exp(−2(t+ 0.5)2),
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which define the right-hand side function g. Discretization is carried out by a Nyström
method based on the midpoint quadrature rule using the function shaw from [24]. We
obtain the symmetric indefinite matrix A ∈ R

500×500 with a computed condition
number κ(A) = 6.5 × 1019. Thus, the matrix A is numerically singular. Table 2
shows the number of matrix-vector product evaluations required for computing the
k eigenpairs of largest magnitude using the code irbla for k = 5, 10, . . . , 25 when the
number of steps between restarts is ⌈1.5k⌉. The number of matrix-vector products
is seen to grow about linearly with k for k ≥ 10. Thus, the computational effort
required is quite small.

Table 2 displays averages over 1000 runs with random initial unit vectors p1 for the
first Golub–Kahan bidiagonalization computed. When instead using p1 = b/‖b‖, the
number of matrix-vector products is unchanged for k = 10, 15, 20, 25, and is reduced
to 16 for k = 5. Thus, the effect of changing the initial vector in irbla is small.

Table 3

shaw test problem.

Number of desired Size of the largest Number of
eigenpairs k bidiagonal matrix matrix-vector products

5 k + 3 19
10 k + 2 24
15 k + 2 34
20 k + 2 44
25 k + 1 52

The number of required matrix-vector product evaluations depends on the number of
steps, ℓ, with the Golub–Kahan bidiagonalization method between restarts. We found
that choosing ℓ very small may increase the required number of matrix-vector product
evaluations with A and AT . Moreover, choosing a large ℓ-value does not always result
in a reduced number of matrix-vector product evaluations. This is illustrated by
Table 3, in which the number of bidiagonalization steps between restarts are smaller
than or equal to those for Table 2, and so are the number of matrix-vector product
evaluations required to determine the desired singular triplets.

The number ℓ of bidiagonalization steps between restarts that requires the smallest
number of matrix-vector product evaluations is difficult to determine a priori. The
important observation is that for many choices of ℓ the number of matrix-vector
product evaluations with A and AT is quite small. This makes it possible to compute
a few of the largest singular triplets of a large matrix fairly inexpensively.

Table 3 displays averages over 1000 runs with random initial unit vectors p1 for the
first Golub–Kahan bidiagonalization computed. When instead using p1 = b/‖b‖, the
number of matrix-vector product evaluations is unchanged for k = 10, 15, 20, 25, and
is increased to 22 for k = 5. ✷

Example 4.3. Regard the Fredholm integral equation of the first kind discussed by
Phillips [33],

∫ 6

−6

K(s, t)x(t)dt = g(t), −6 ≤ t ≤ 6, (4.2)
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Table 4

phillips test problem.

Number of desired Size of the largest Number of
eigenpairs k bidiagonal matrix matrix-vector products

5 ⌈1.5k⌉ 22
10 ⌈1.5k⌉ 36
15 ⌈1.5k⌉ 46
20 ⌈1.5k⌉ 60
25 ⌈1.5k⌉ 76

where the solution x(t), kernel K(s, t), and right-hand side g(s) are given by

x(t) =

{
1 + cos

(
πt
3

)
, |t| < 3,

0, |t| ≥ 3,

K(s, t) = x(s− t),

g(s) = (6− |s|)
(
1 +

1

2
cos

(πs
3

))
+

9

2π
sin

(
π|s|
3

)
.

The integral equation is discretized by a Galerkin method using the MATLAB function
phillips from [24]. The matrix A ∈ R

500×500 produced is symmetric and indefinite
with many eigenvalues close to zero. It is ill-conditioned with condition number
κ(A) = 1.7× 109.

Table 4 displays the number of matrix-vector product evaluations required to com-
pute the k eigenpairs of largest magnitude (i.e., the k largest singular triplets) for
k = 5, 10, . . . , 25 by irbla. A random unit vector p1 is used as initial vector for the first
Golub–Kahan bidiagonalization computed by irbla and the number of matrix-vector
product evaluations are averages over 1000 runs. The number of matrix-vector prod-
uct evaluations is seen to grow about linearly with k for k ≥ 10. If instead p1 = b/‖b‖
is used as initial vector for the first Golub–Kahan bidiagonalization computed by ir-

bla, the number of matrix-vector product evaluations is the same for k = 5, 10, . . . , 25.
Thus, the choice of initial vector is not important.

The number of required matrix-vector product evaluations is quite insensitive to how
finely the integral equations (4.2) is discretized for all fine enough discretizations.
For instance, when the integral equation is discretized by a Galerkin method using
the MATLAB function phillips from [24] to obtain a matrix A ∈ R

5000×5000 and the
initial vector for the first Golub–Kahan bidiagonalization computed by irbla is chosen
to be p1 = b/‖b‖, the number of required matrix-vector product evaluations is the
same as for A ∈ R

500×500. We conclude that the computational expense to com-
pute a truncated singular value decomposition of A is modest also for large matrices.
✷

The following examples are concerned with nonsymmetric matrices. The k largest
singular triplets are computed with the irbla code [6] using block size one.

Example 4.4. The Fredholm integral equation of the first kind

∫ π

0

exp(s cos t)x(t)dt = 2
sin s

s
, 0 ≤ s ≤ π

2
,
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Table 5

baart test problem.

Number of desired Size of the largest Number of
singular triplets k bidiagonal matrix matrix-vector products

5 ⌈1.5k⌉ 16
10 ⌈1.5k⌉ 30
15 ⌈1.5k⌉ 46
20 ⌈1.5k⌉ 60
25 ⌈1.5k⌉ 76

is discussed by Baart [2]. It has the solution x(t) = sin(t). The integral equation
is discretized by a Galerkin method with piece-wise constant test and trial functions
using the function baart from [24]. This gives a nonsymmetric matrix A ∈ R

500×500.
Its computed condition number is κ(A) = 8.9 × 1018. Table 5 shows the number of
required matrix-vector product evaluations to grow roughly linearly with the number
of desired largest singular triplets. Both the initial vector p1 = b/‖b‖ and the average
over 1000 runs with a random unit initial vector p1 for the initial Golub–Kahan
bidiagonalization computed by irbla yield the same entries of the last column.

Table 6

baart test problem.

Number of desired Size of the largest Number of
singular triples k bidiagonal matrix matrix-vector products

5 k + 2 14
10 k + 1 22
15 k + 1 32
20 k + 1 42
25 k + 1 52

Table 6 is analogous to Table 5. Only the number of steps ℓ between restarts of
Golub–Kahan bidiagonalization differs. They are smaller in Table 6 than in Table 5
and so are the required number of matrix-vector product evaluations with A and AT .
Also in Table 6 the number of matrix-vector products needed is seen to grow about
linearly with k. The initial vector p1 = b/‖b‖ and the average over 1000 runs with a
random unit initial vector p1 for the first Golub–Kahan bidiagonalization computed
by irbla yield the same entries in the last column of Table 6. ✷

Example 4.5. The inverse Laplace transform,

∫ ∞

0

exp(−st)x(t)dt =
16

(2s+ 1)3
, s ≥ 0, (4.3)

is discretized by means of Gauss–Laguerre quadrature using the MATLAB function
i laplace from [24]. The nonsymmetric matrix A ∈ R

500×500 so obtained is numerically
singular. The solution of (4.3) is x(t) = t2 exp

(
− t

2

)
. Table 7 displays the number of

matrix-vector product evaluations required to compute the k largest singular triples.
This number is seen to grow about linearly with k. Therefore, the computational
effort is quite small. The initial vector p1 = b/‖b‖ and the average over 1000 runs
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Table 7

Inverse Laplace transform test problem.

Number of desired Size of the largest Number of
singular triplets k bidiagonal matrix matrix-vector products

5 ⌈1.5k⌉ 22
10 ⌈1.5k⌉ 30
15 ⌈1.5k⌉ 46
20 ⌈1.5k⌉ 60
25 ⌈1.5k⌉ 76

with a random unit initial vector p1 for the initial Golub–Kahan bidiagonalization
computed by irbla yield the same entries in the last column of Table 7. ✷

Table 8

Relative errors and number of matrix-vector products, δ̃ = 10−2. The initial vector for the first

Golub–Kahan bidiagonalization computed by irbla is a unit random vector.

Problem s MVP Epsvd Etsvd Es

shaw 7 22 8.23×10−15 5.06×10−2 5.06×10−2

phillips 7 22 7.77×10−9 2.53×10−2 2.53×10−2

baart 3 10 7.94×10−8 1.67×10−1 1.67×10−1

i laplace 7 22 3.67×10−7 2.24×10−1 2.24×10−1

Table 9

Relative errors and number of matrix-vector products, δ̃ = 10−2. The initial vector for the first

Golub–Kahan bidiagonalization computed by irbla is b/‖b‖.

Problem s MVP Epsvd Etsvd Es

shaw 7 22 8.29×10−15 4.97×10−2 4.97×10−2

phillips 7 22 9.25×10−10 2.50×10−2 2.50×10−2

baart 3 10 1.15×10−9 1.68×10−1 1.68×10−1

i laplace 7 22 1.00×10−8 2.24×10−1 2.24×10−1

Example 4.6. This example compares the quality of approximate solutions of linear
discrete ill-posed problems computed by truncated singular value decomposition. The
decompositions are determined as described in this paper as well as by computing the
full SVD (3.3) with the MATLAB function svd. It is the aim of this example to show
that the decompositions computed in these ways yield approximations of xtrue of the
same quality. We use the discrepancy principle (2.4) to determine the truncation
index s.

The number of matrix-vector product evaluations used to compute approximations of
xtrue depends on the number of singular triplets required to satisfy the discrepancy
principle. The latter number typically increases as the error in the vector b in (1.1)
decreases because then the least-squares problem has to be solved more accurately. In
realistic applications, one would first compute the ℓ largest singular triplets, for some
user-chosen value of ℓ, and if it turns out that additional singular triplets are required
to satisfy the discrepancy principle, then one would determine the next, say, ℓ largest

14



Table 10

Relative errors and number of matrix-vector products, δ̃ = 10−4. The initial vector for the first

Golub–Kahan bidiagonalization computed by irbla is b/‖b‖.

Problem s MVP Epsvd Etsvd Es

shaw 9 28 5.01×10−14 3.21×10−2 3.21×10−2

phillips 12 42 3.33×10−8 4.23×10−3 4.23×10−3

baart 4 12 1.71×10−10 1.15×10−1 1.15×10−1

i laplace 12 40 5.46×10−13 1.71×10−1 1.71×10−1

Table 11

Relative errors and number of matrix-vector products, δ̃ = 10−6. The initial vector for the first

Golub–Kahan bidiagonalization computed by irbla is b/‖b‖.

Problem s MVP Epsvd Etsvd Es

shaw 10 30 1.22×10−12 1.94×10−2 1.94×10−2

phillips 27 82 2.47×10−13 7.99×10−4 7.99×10−4

baart 5 16 1.67×10−12 5.26×10−2 5.26×10−2

i laplace 18 54 4.32×10−12 1.43×10−1 1.43×10−1

singular triplets, etc. This approach may require the evaluation of somewhat more
matrix-vector products than if all required largest singular triplets were computed
together. Conversely, if only the ℓ/2 largest singular triplets turn out to be needed
to satisfy the discrepancy principle, then the number of matrix-vector products can
be reduced by initially computing only these triplets instead of the ℓ largest singular
triplets.

To reduce the influence on the number of matrix-vector products required by the
somewhat arbitrary choice of the initial number of largest singular triplets to be com-
puted, we proceed as follows. We first compute the SVD (3.3) using the MATLAB
function svd and then determine the smallest truncation index s so that the discrep-
ancy principle (2.4) holds. We denote the approximation of xtrue so determined by
xtsvd. Then we use irbla to compute the s largest singular triplets of A. Several tables
compare the quality of the so computed approximations of xtrue in different ways.
The quantity

Epsvd =
‖xs − xtsvd‖

‖xtsvd‖

shows the relative difference between the approximate solution xtsvd and the approx-
imate solution xs determined by computing a truncated singular value decomposi-
tion (3.4) of the matrix A using the irbla method with the number of Golub–Kahan
bidiagonalization steps between restarts set to ⌈1.5s⌉. We also display the relative
difference

Etsvd =
‖xtsvd − xtrue‖

‖xtrue‖
,

which shows how well the approximate solution determined by the full singular value
decomposition approximates the desired solution xtrue. The analogous relative differ-
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ence

Es =
‖xs − xtrue‖

‖xtrue‖

shows how well the approximate solution determined by the truncated singular value
decomposition approximates xtrue.

Tables 8-11 report results for three noise levels δ̃ = ‖e‖/‖btrue‖ (δ̃ = 10−t for t =
2, 4, 6) and τ = 1 in (2.4). The error vector e models white Gaussian noise. Thus,
given the vector btrue, which is generated by the MATLAB function that determines
the matrix A, a vector e that models white Gaussian noise is added to btrue to obtain
the error-contaminated vector b; cf. (1.2). The vector e is scaled to correspond to a

prescribed noise level δ̃. We generate this additive noise vector, e, with

e := ê ‖btrue‖
δ̃√
n
,

where ê ∈ R
500 is a random vector whose entries are from a normal distribution with

mean zero and variance one.

For Tables 9-11, the initial vector for the first Golub–Kahan bidiagonalization com-
puted by irbla is chosen to be p1 = b/‖b‖. This choice is quite natural, because we
would like to solve least-squares problems (1.1) with data vector b. The table columns
with heading “MVP” display the number of matrix-vector product evaluations re-
quired by irbla to compute the truncated singular value decomposition required to
satisfy the discrepancy principle. Table 8 shows averages over 1000 runs with random
unit initial vectors p1 for the first Golub–Kahan bidiagonalization computed by irbla.
The entries of this table and Table 9 are quite close. The closeness of corresponding
entries also can be observed for smaller noise levels. We therefore omit to display
tables analogous to Table 8 for smaller noise levels.

Tables 8-11 show the computed approximate solutions determined by using irbla to
give as good approximations of xtrue as the approximate solutions xtsvd computed
with the aid of the full SVD (3.3), while being much cheaper to evaluate. ✷

Example 4.7. The LSQR iterative method for the solution of the minimization
problem (1.1) determines partial bidiagonalizations of A with initial vector b/‖b‖.
These bidiagonalizations are closely related to the bidiagonalizations (3.2); see, e.g.,
[10, 21] for details. In the ith step, LSQR computes an approximate solution xi in the
Krylov subspace Ki(A

TA,AT b) = span{AT b, (ATA)AT b, . . . , (ATA)i−1AT b}. This
approximate solution satisfies

‖Axi − b‖ = min
x∈Ki(ATA,AT b)

‖Ax− b‖.

The number of steps i is determined by the discrepancy principle, i.e., i is chosen to be
the smallest integer such that the computed approximate solution xi satisfies

‖Axi − b‖ ≤ τδ;

c.f. (2.4). Details on the application of LSQR with the discrepancy principle are
discussed in, e.g., [15, 19, 23].
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This example considers the situation when there are several data vectors, i.e., we
would like to solve

min
xj∈Rn

‖Axj − bj‖, j = 1, 2, . . . , ℓ. (4.4)

We let the matrix A ∈ R
500×500 be determined by one of the functions in Regular-

ization Tools [24] already used above. This function also determines the error-free
data vector btrue,1 ∈ R

500. The remaining error-free data vectors btrue,j ∈ R
500 are

obtained by choosing discretizations xtrue,j , j = 2, 3, . . . , ℓ, of functions of the form
α sin(βt)+ γ, α cos(βt)+ γ, α arctan(βt)+ γ, and αt2 +βt+ γ, where α, β, and γ are
randomly generated scalars, and letting btrue,j = Axtrue,j . A “noise” vector ej ∈ R

500

with normally distributed random entries with zero mean is added to each data vector
btrue,j to determine an error-contaminated data vector bj ; see (1.2). The noise-vectors
ej are scaled to correspond to a specified noise level. This is simulated with

ej := êj ‖btrue,j‖
δ̃√
n
,

where δ̃ is the noise level, and êj ∈ R
n is a vector, whose elements are normally

distributed random numbers with mean zero and variance one.

Assume that the data vectors are available sequentially. Then the linear discrete
ill-posed problems (4.4) can be solved one by one by

(A) applying the LSQR iterative method to each one of the ℓ linear discrete ill-
posed problems (4.4). The iterations for each system are terminated by the
discrepancy principle. Since the data vectors bj are distinct, each one of
these vectors requires that a new partial Golub–Kahan bidiagonalization be
computed, and by

(B) computing one TSVD of the matrix A by the irblamethod, and then using this
decomposition to determine an approximate solution of each one of the prob-
lems (4.4). The discrepancy principle is applied to compute the approximate
solution of each least-squares problem. Thus, we determine the parameter s
in (3.5) as large as possible so that (2.4) holds with τ = 1.

Seed methods furnish another solution approach that is commonly applied when seek-
ing to solve several linear systems of equations with the same matrix and different
right-hand sides that stem from the discretization of well-posed problems, such as
Dirichlet boundary value problems for an elliptic partial differential equations; see,
e.g., [1, 35, 38] and references therein. A Golub–Kahan bidiagonalization-based seed
method applied to the solution of the ℓ > 1 least-squares problems (4.4) could pro-
ceed as follows. First one computes a partial Golub–Kahan bidiagonalization for the
least-squares problem with one of the data vectors, say b1, and then uses this bidiago-
nalization to solve all the remaining least-squares problems (4.4). The Golub–Kahan
bidiagonalization is determined by the matrix A and the initial vector p1 = b1/‖b1‖.
However, while Golub–Kahan bidiagonalization is a well-established technique for
solving linear discrete ill-posed problems, see, e.g., [19, 23], available theory requires
the initial vector p1 in the decomposition (3.2) to be the data vector normalized to
have unit norm; see, e.g., Hanke [22]. This requirement is satisfied by method (A),
but not by seed methods. Due to the lack of theoretical support, we will not apply
seed methods in this example.
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Tables 12-14 compare the number of matrix-vector products required by the ap-
proaches (A) and (B) for ℓ = 10 and noise-contaminated data vectors bj corresponding

to the noise levels δ̃ = 10−2, δ̃ = 10−4, and δ̃ = 10−6. For each noise level, 100 noise-
contaminated data vectors bj are generated for each 1 ≤ j ≤ ℓ. The initial Golub–
Kahan bidiagonalization determined by irbla uses the initial vector p1 = b1/‖b1‖. The
tables display averages over the realizations of the noise-contaminated data vectors
bj . Similarly as in Example 4.5, the number of matrix-vector product evaluations
required by the method of this paper depends on the initial choice of the number of
singular triplets to be computed. To simplify the comparison, we assume this number
to be known. The competitiveness of the method of this paper is not significantly
affected by this assumption; it is straightforward to compute more singular triplets if
the initial number of computed triplets is found to be too small to satisfy the discrep-
ancy principle. To avoid that round-off errors introduced during the computations
with LSQR delay convergence, Golub–Kahan bidiagonalization is carried out with
reorthogonalization; see [23] for a discussion of the role of round-off errors on the
convergence.

The columns of Tables 12-14 are labeled similarly as in the previous examples. The
error in the computed solutions is the maximum for the errors for each one of the least-
squares problems (4.4). The columns labeled MVPlsqr show the average numbers of
matrix-vector product evaluations required by LSQR, and the columns denoted by
Elsqr shows the relative error in the approximate solution determined by the LSQR
algorithm, xlsqr, i.e.,

Elsqr =
‖xlsqr − xtrue‖

‖xtrue‖
.

Tables 12-14 show the method of the present paper to require significantly fewer
matrix-vector product evaluations than repeated application of LSQR. For large-scale
problems, the dominating computational effort of these methods is the evaluation of
matrix-vector products with A and AT . Similarly as in Example 4.2, the number of
matrix-vector product evaluations does not change significantly with the fineness of
the discretization, i.e., with the size of the matrix A determined by the functions in
[24].

Finally, we remark that, while the present example uses the discrepancy principle
to determine the parameter s in (3.5) and the number of LSQR iterations, other
techniques also can be used for these purposes, such as methods discussed in [16, 17,
23, 26, 34]. The results would be fairly similar. ✷

Table 12

Relative errors and number of matrix-vector product evaluations, δ̃ = 10−2.

Problem s MVP MVPlsqr Epsvd Etsvd Es Elsqr

shaw 6 20 133 3×10−6 2×10−1 2×10−1 1×10−1

phillips 7 22 152 1×10−6 7×10−2 7×10−2 6×10−2

baart 3 10 71 2×10−8 1×10−1 1×10−1 1×10−1

i laplace 8 25 175 1×10−5 7×10−1 7×10−1 7×10−1
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Table 13

Relative errors and number of matrix-vector product evaluations, δ̃ = 10−4.

Problem s MVP MVPlsqr Epsvd Etsvd Es Elsqr

shaw 9 27 178 2×10−13 3×10−2 3×10−2 3×10−2

phillips 14 41 279 3×10−4 1×10−2 1×10−2 8×10−3

baart 5 14 99 3×10−10 7×10−2 7×10−2 7×10−2

i laplace 14 42 285 3×10−13 7×10−1 7×10−1 7×10−1

Table 14

Relative errors and number of matrix-vector product evaluations, δ̃ = 10−6.

Problem s MVP MVPlsqr Epsvd Etsvd Es Elsqr

shaw 10 30 203 1×10−12 7×10−3 7×10−3 7×10−3

phillips 30 89 601 2×10−11 3×10−3 3×10−3 1×10−3

baart 5 17 117 6×10−10 4×10−2 4×10−2 4×10−2

i laplace 19 58 393 2×10−11 7×10−1 7×10−1 7×10−1

5. Conclusion. Knowledge of the largest singular values and associated singular
vectors of a matrix may provide important information about the linear discrete ill-
posed problem at hand. However, the computation of the singular value decomposition
of a general large matrix can be prohibitively expensive. This paper illustrates that
the computation of a few of the largest singular triplets of a matrix that stems from the
discretization of an ill-posed problem may be quite inexpensive. The largest singular
triplets generally are the only singular triplets of interest. Similarly, the computed
examples show that it can be quite inexpensive to compute a few eigenpairs of largest
magnitude of a symmetric matrix of a linear discrete ill-posed problem. Applications
to the solution of several linear discrete ill-posed problems with the same matrix
and different data vectors show the computation of the TSVD of the matrix to be
competitive with sequential solution of the linear discrete ill-posed problems by the
LSQR iterative method.
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